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aiCache End User License Agreement.

THI'S 'S A LEGAL AGREEMENT (AAGREEMEMTHE) (BETWENSOR®)U. ARDEASE READ THI S
CAREFULLY. BY INSTALLING AND/OR USING THIS SOFTWARE, AS A RESULT OF PURCHASE AND/OR TRIAL DOWNLOAD, YOU AGREE,
ON BEHALF OF YOURSELF AND YOUR COMPANY (COLLECTI VELY fiLI CENSEEO), TO BE
OF THIS AGREEMENT. IF YOU DO NOT AGREE TO THESE TERMS AND CONDITIONS, YOU ARE NOT PERMITTED TO USE THE SOFTWARE.

1. License Grant. Licensor grants to Licensee a worldwide, nonexclusive, nontransferable, royalty free license to use the aiCache software (the
ASoftwareo). Licensee is permitted to make xeeptasiexppessly autharipest abové or astpemiteaddyt wa r e
applicable law, Licensee will not: copy, in whole or in part, Software or any related documentation; modify the Software; reverse compile, reverse

engineer, disassemble or reverse assemble all or any portion of the Software; rent, lease, license, sublicense, distribute, transfer or sell the Software; or

create derivative works of the Software. Licensee obtains no rights in the Software except those given in this limited license.

2. Ownership. The Software, any related documentation and all intellectual property rights therein are owned by Licensor, its affiliates and/or its
suppliers. The Software is licensed, not sold. Copyright laws and international copyright treaties, as well as other intellectual property laws and treaties,
protect the Software. Licensee will not remove, alter or destroy any copyright, proprietary or confidential notices placed on the Software or any related
documentation. Licensee agrees that aspects of the Software, including the specific design and structure of individual programs, constitute trade secrets
and/or copyrighted or patented material of Licensor, its affiliates and/or its suppliers. Licensee agrees not to disclose, provide, or otherwise make
available such trade secrets or material in any form to any third party without the prior written consent of Licensor. Licensee agrees to implement
reasonable security measures to protect such trade secrets and material.

3. NO WARRANTIES. TO THE MAXIMUM EXTENT PERMITTED BY APPLICABLE LAW AND SUBJECT TO ANY STATUTORY
WARRANTIES THAT CANNOT BE EXCLUDED, THE SOFTWARE AND ANY RELATED DOCUMENTATION ARE PROVIDED TO LICENSEE "AS
IS." LICENSOR MAKES NO WARRANTIES, EXPRESS OR IMPLIED, AND EXPRESSLY DISCLAIMS AND EXCLUDES TO THE MAXIMUM
EXTENT PERMITTED BY APPLICABLE LAW ALL REPRESENTATIONS, ORAL OR WRITTEN, TERMS, CONDITIONS, AND WARRANTIES,
INCLUDING, WITHOUT LIMITATION, IMPLIED WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE,
SATISFACTORY QUALITY AND NONINFRINGEMENT. WITHOUT LIMITING THE ABOVE, LICENSEE ACCEPTS THAT THE SOFTWARE MAY
NOT MEET LI CENSEE6S REQUI REMENTS, OPERATE ERROR FREE, OR I DENTI FY ANY OR
ACCURATELY. LICENSEE USES THE SOFTWARE AT HIS/HER OWN RISK. This Agreement does not affect any statutory rights Licensee may
have as a consumer.

4. EXCLUSION OF CONSEQUENTIAL AND OTHER DAMAGES. TO THE MAXIMUM EXTENT PERMITTED BY APPLICABLE LAW, IN NO
EVENT WILL LICENSOR, ITS AFFILIATES OR ITS SUPPLIERS BE LIABLE TO LICENSEE,LI CENSEE®6S CUSTOMERS, OR OTHER
damages of any kind including, WITHOUT LIMITATION, DIRECT, CONSEQUENTIAL, SPECIAL, INCIDENTAL, OR INDIRECT DAMAGES OF ANY
KIND ARISING OUT OF THE LICENSE OF, USE OF, OR INABILITY TO USE THE SOFTWARE (INCLUDING, WITHOUT LIMITATION, DATA LOSS
OR CORRUPTION, ECONOMIC LOSS, LOSS OF ACTUAL OR ANTICIPATED PROFITS, LOSS OF CONFIDENTIAL INFORMATION, BUSINESS
INTERUPTION, LOSS OF PRIVACY, FAILURE TO MEET ANY DUTY OF REASONABLE CARE OR NEGLIGENCE) EVEN IN THE EVENT OF THE
FAULT, TORT, STRICT LIABILITY, BREACH OF CONTRACT, BREACH OF STATUTORY DUTY OR BREACH OF WARRANTY OF LICENSOR, ITS
AFFILIATES OR SUPPLIERS AND EVEN IF LICENSOR, ITS AFFILIATES OR ITS SUPPLIERS HAVE BEEN ADVISED OF THE POSSIBILITY OF
SUCH DAMAGES OR SUCH DAMAGES WERE FORESEEABLE. SOME JURISDICTIONS DO NOT ALLOW THE EXCLUSION OR LIMITATION OF
INCIDENTIAL OR CONSEQUENTIAL DAMAGES SO THE ABOVE EXCLUSION OR LIMITATION MAY NOT APPLY.

5. LIMITATION OF LIABILITY. TO THE MAXIMUM EXTENT PERMITTED BY APPLICABLE LAW,IN NO EVENT WILL LI CENSOR
LIABILITY EXCEED THE LICENSE FEE PAID BY LICENSEE OR US$5.00, WHICHEVER IS GREATER. THIS LIMITATION OF LIABILITY AND
RISK IS REFLECTED IN THE PRICE OF THE SOFTWARE. NOTWITHSTANDING THE FOREGOING, NOTHING IN THIS AGREEMENT SHALL
EXCLUDE OR LIMI'T LI CENSORG6S LIABILITY TO LI CENSEE FOR ANY LI ABILITY THAT
EXCLUDED OR LIMITED.

6. INDEMNIFICATION. BY ACCEPTING THIS AGREEMENT, LICENSEE AGREES TO INDEMNIFY AND OTHERWISE HOLD HARMLESS
LICENSOR, ITS OFFICERS, EMPLOYEES, AGENTS, SUBSIDIARIES, AFFILIATES, SUPPLIERS AND OTHER PARTNERS FROM ANY DIRECT,
INDIRECT, INCIDENTAL, SPECIAL, CONSEQUENTIAL OR EXEMPLARY DAMAGES ARISING OUT OF, OR RELATING TO, OR RESULTING
FROM LI CENSEE®6S USE OF THEOTHERMANVFER RELARNGAT® YHE SOFTWARE.

7. Termination. Licensor may immediately terminate this Agreement and the license granted hereunder if Licensee fails to comply with
the terms and conditions of this Agreement. Upon such termination, Licensee must immediately cease using the Software, destroy or delete
all copies of the Software and upon the request of Licensor, certify the destruction or deletion of the Software. Licensee may terminate this
Agreement and the license granted hereunder at any time by destroying or deleting all copies of the Software. ALL DISCLAIMERS,
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LIMITATIONS OF LIABILITY AND ANY OTHER PROVISIONS INTENDED TO SURVIVE TERMINATION WILL SURVIVE ANY TERMINATION AND
CONTINUE IN FULL FORCE AND EFFECT.

8. International Trade Compliance. The Software and any related technical data is subject to the customs and export control laws and
regulations of the United States ("U.S.") and may also be subject to the customs and export laws and regulations of the country in which it is
installed.

9. Governing Law. The laws of the State of Nevada, United States, without regard to conflicts of laws principles, govern this Agreement.

If applicable law does not permit the parties to agree to the governing law, the laws of the country in which Licensee installs or acquires the
Software govern this Agreement. To the extent permitted by applicable law, any dispute arising under this Agreement or relating to the
Software shall be resolved by a court of proper jurisdiction in Nevada, United States. Licensee and Licensor irrevocably submit to the
jurisdiction of such courts and waive any and all objections to jurisdiction a party may have under applicable law. Notwithstanding the
foregoing, if the Software is i nst alofGhida, any dispateanisinmgenderithis AgreeenenP @ cefating o s
the Software shall be resolved by binding arbitration, held in Las Vegas, Nevada, United States, under the Judicial Arbitration and Mediation
Services (JAMS) International Arbitration Rules.

10. Legal Effect. This Agreement describes certain legal rights. Licensee may have other rights under applicable law. This Agreement
does not change Licenseeds rights under applicable |l aw if such | aws

11. Miscellaneous. Thi s Agreement constitutes the entire agreement between
the Software, superseding any prior agreement between Licensor and Licensee relating to the subject matter hereof. Any change or
modification to this Agreement will only be valid if it is in writing and signed on behalf of Licensor and Licensee. A failure by either party to
enforce its rights under this Agreement is not a waiver of those rights or any other rights it has under this Agreement. The parties disclaim
the application of the United Nations Convention on the International Sale of Goods. The terms of this Agreement are severable. If any term is
unenforceable for any reason, that term will be enforced to the fullest extent possible, and the Agreement will remain in effect. The Software
and any related technical data are provided with restricted rights. Use, duplication, or disclosure by the U.S. Government is subject to the
restrictions as set forth in subparagraph (c)(1)(iii) of DFARS 252.227-7013 (The Rights in Technical Data and Computer Product) or
subparagraphs (c)(1) and (2) of 48 CFR 52.227-19 (Commercial Computer Product i Restricted Rights), as applicable. To the extent permitted
by applicable law, Licensee may not assign this Agreement, and any attempted assignment will be null and void. aiCache, the aiCache logo,
and other aiCache names and logos are the trademarks of aiCache Technology LLC or its affiliates.

12. Contact Information. Any inquiries regarding this Agreement or the Software may be addressed to Licensor contact found on the
website, www.aicache.com.

Repu
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Introduction to aiCache.

Before we can discuss the numerous benefits and advantages aiCache has to offespded few
quick minutegeviewingtypical web sitesetup and associated challenges

Typical web site setup overview.
A typical infrastructuresetupof an Internetveb sitemight containthe following major components:

- Web Servers - such as ApacheMlicrosoft IIS andsimilar. This component isequentlyc al | ed a
far mo . The reason for having a numb e rweloskrvecrbasssae s
single point of failureand typicallyis not capable of coping with significeemount of veb requestslt is not
uncommon to seeebfarms composed ohanydozens ofveb serves. Theweb servesreceive HTTRequests
from endu s ewelBbbsowsers and serddTTP responsedack, in the form of either static filesuch as images,
Javacript, CSSor dynamically genetadresponsge These serverarec a | | e d sefivers hiemcefartio, as it
is where the Web conteatiginates

- Application or Middleware Servers for example, JBoss App Server, Tomcat Web Contain@&EA
WebLogic, IBM Webshere or customritten softwareThese serveraxecutebusiness logic functions such as
customer profile editing:endering of a blogage product search, shopping cart functionality etc. The resason
for having a number of these servarssimilartot hat f or wellserwesni ngo of

- Back-end Servers such as Database Serveesg( MySQL, Oracle, Microsoft SQL Server). This is
where persistent information, such a&sistomer profiles, product information mes s age board
editorial conént,etcmight be stored.Sometimes information store is not a Database, but a file system, such a:
NFS (prevalent in Unix/Linux environments) or CIFS (MFST Winddased setupskrequently the database
itself might be partitioned ("sharded"), resultingnultiple database servers.

- Shared file store such as NFS or CIFS file servers or filers. This is frequently used to share commol
files - configuration, binariesstaticweb content, backup data.

- Search engines/appliancesuch as Google, Sphinkucene, Fast etc . These are used to execute search
requests against site's content, Blagser posts etc.

We are not mentioning another importarftastructurecomponent the network. It typically encompasses
uplinks, routers, firewalls, load balangrHW and network switches. We assume that network capacdy
performanceacross, is sufficient to support required traffic volume.

! Java, Sn, Solaris are registered Trademarks of Sun Microsystems Inc; Weblogic is registered Trademark of BEA Inc
Websphere, AlIX are registered Trademarks of IBM. Apache , Jakarta, Tomcat are registered Trademarks of Apache Softw
Foundation; Oracle is a rexiered Trademark of Oracle Inc; IIS, SQL Server are registered Trademarks of Microsoft Inc;
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Rather frequentlyapplicationserver functionality isiembeddedright into web servers Examples include
Tomcat (servlédSP containe), Apache/PHPwhen PHP interpreter is embedded into ApachH8/ASP
(Microsoft ASP)andColdFusiorvia the web server connector.

Someweb sites includecustom baclends. For example, web site dedicated to newsight rely on
proprietary gstems that provide some kind éws wiresAPIs, a web site servinfgnancial quotes might rely
on market data feeds and sa on

There are, of course, much simpleeb sitesetups than that, typically consisting of a singkb server
Thisweb servemight coreside (share hardware) with database software and resti-im-d" setup

Common challenges facing web sites with heavy traffic.

Whensubjected to heavy user traffitypically manifested by large number of requests and simultaneous
client comections, the commonweb sitesetupas described in previous sectibas a number of associated
issues

Enduser experience suffers, especially widlinamically generated contentvhich is often slow to
generate and stresseall or most of components of he infrastructure i from web serves to app servess to
the backend atabases

It is not uncommon to see scenarios where dynamically genesatiegpages take a few seconds to be
generated on the fly, requiring creating of new process on web servers,atmmpf code and/or instantiation
of hundreds of new objects on app servers and execution of multiple, fairly expensive queries on Bside.
when serving static content off a file system, the resulting disk 10 might place heavy burden on web serv
Imagine having to serve hundreds of requests per second, each requiring similar resources and you can €
see why and how web sites migjgt slow omelt downoutright

Quite often he majority ofstatic anddynamically generated content is the samesignificant percentage
of web sitevisitors butthere isno way to share it across different useri satisfactory and flexible way.

The logic that drives content generatiaften relies on aprocessper-request mode] meaning a new
systemprocesfhreal needs to be established and maintained for each reduestplaces aheavyburden
across infrastructure, requiring increase in number of servers and associated spend aogplovgrspace and
maintenanceHigher server CPUloads and increasingmemoly utilization, resulting from such dedicated
processperrequest architecture routinely bring even most powerful servers to their knees, resulting in unto
hours of downtime, unhapmsers decliningcustomer retention, shorter siisits and lost revenes.

Quite frequently the web servers, already busy processing user requests, are also task@d R&th
traffic encryption, a very CPUintensive activity.

Some siteslo not scale horizontally due tobackendor otherlimitations and simply cannot be made t
scalebyaddi ng extra HW, without going through major
or money in budgstto allow for such overhauls.

In order to tackle th@erformance problemsll too often companies first resotb buying more HW i
more web servers, more application servers, database servers and so on. Often at quite a steep acquisitiot
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and at ever increasing expense and run rates resulting from having to manage ever growing environme
expand existing or move to new dagaters, acquire more power and cooling capacitylefs.quite common

to see situations when existing datacenter or hosting cage capacity is exhausted and then expense grows
ever more out of control

Faceal with numerous limitations (spend, space/poeaoling in datacenteysompanies frequentlghare
servers between differentelvsites and applications. It exceedingly hard to control quality of code in the
time of smaller TTM requirements and as a resultfaulty code may bring down a number of web sites and
servers It could be as simpldirectasoverloadingof the servesthat the faulty code is running on (along with
all other applications sharing the same serveinpdirecti by stressing oubackenddatabasesystem that is
shared with other gghication.

When t her e 0 ssuctaacomplext shayeavebi satup (it is not uncommon to see hundreds of
servers i n éercavmysbme oDtletbasiestsites),it is often hard to pinpoint the problem
application due to limited instrumeation available in applications/cod&he simple question ofwhich
application isrunning slow andbringing the sitedown right noWw" becomesery hardto answerRerting to
complete restarts of @b farms is a common attempt at remediatioonly to e theweb serves go down
almost instantly with no easy way to identify just what is ailing the sstdrestore the service

When and ifthe culprit is finally identified, itstill is very hard to isolatedisable the failing application
to let other apfications to stay up due to inevitable intelependencies.

It is equallyhard to have up-to-the-second information on current traffic: volume (regests pese®ond,
bytes in/out, different request types), distribution across web sites (which one is beheyhardest, what is
the spike ?) and response times for different applications (which oneswwest login, product searcghnews
search etc?)While a limited subset othis information can be distilled from log files collectedvesb serves,
it is a time consuminaall-handson-deckprocess that iseverreattime.

Heavy traffic sitegoutinelyservemillions of webe qu e st s a d ay atd varilargdsgdiles a n
that are then processed fearious purposes. Due to the sheer size @sth log fileslog file management
becomes amnpleasant choreand all too often web serves simply run out of disk space and stop serving
requests

It is not uncommon for hackers to targetb servesn their attacksProprietary and widely ranging
architecture of web sitesmake it much harder to maintain adequate security Security holes are often first
discovered and exploited by hackers, leavirglp siteowners to wait for days or wegkor security patches to
be issuedy respectivesoftware vend®
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aiCache to the rescue.

Let 6 s c papudarndwsweb site Most ofwebpages on such wedites typically containinformation
that is updated (published) quite frequently throughout theldayder toguarantee freshness of content, pages
arelikely to be generated dynamically upon request. Tésponsegeneration process is typically slcand
consumesesources on web serveapp anddaabaseserverslike.

Yet even with these seemingly netop changes and breaking news to deliver, it carhbers thatmost
pages can be cached for sonperiod of time (from few seconds to fewminutes or more), still keeping the
content sufficiently fresh, while greatly enhancing engser experience ardtamatically reducing the load on
overallweb siteinfrastricture.

Same can be saaf most types ofweb sites on the Internet:

1 Communiy and social networkingites i where 95% of access is readnly, such as reading of
message orblog posts browsing of user galleriesr popular profile on a sociaktworkng site. Each
view of these items typically requires establishment dfeat connection, spawning of a process on the
web servemland application server, interpretation and execution of some le@gionnection talatabase
server, a number @QL queris - often resulting in numerouwdisk 10 andphysical readyefore the end
result is obtained, processed and send to the requ¥glole absolute majorityo f content
changed since it was requested by a previeesser somemilliseconds ago, it iregenerated anew for
eat and every requestThis type of content is a perfect candidate for cachimgtead of generating
this content anew for each visitor.

1 BusyE-commercesites where users brovegpopular items before selecting some into a shoppaséyddt
and checking outAgain, most of the activities are readly access to assorted product data obtain
description, picturg, customefeedback andnventory ofdifferent producs. These donot
frequently at and should be cached indigfaregeneratingpageson the fly

1 Mediaweb sites that offer access to popular videosften seeing tens of thousandsviditorstrying to
access a particular vi de o juswvfew minuteg, gegecaeng exécilyithe a |
type oftraffic capableof melting down evenargest web sitesAgain, the pattern is very commaora
pageis displayed with some basic metadata about a particular vidgobe along with user commest
and ratings the screen is identical for each and evemrubat is trying to view the actual videbhis
type of content, too, ia perfect candidate for cachingnstead of generating this content anew for each
visitor.

1 News or news aggregatioweb sites, servingeditorial contentjnews wirestories financid market
guotesor blogsto visitors. On a day whem major story breakswvorld sporting records brokenor
financial markets seea major move, such web sites are likely to see a very significant increase ir
traffic, as visitos flock to thesite'shomepage,read news articlesjew stock quotes,searchfor news
moving themarketsetc. Being able to cache these typepajedfor just a few seconds often means a
difference betweea healthy website with brisk response times and a total meltdown.

aiCade is a web site and web application acceleratigmoduct. It takes these basic ideafscaching
frequently requested contesntd bring them to the next level. Alongith enhancing endiser experience and
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dramatically slashingpad on and requiremesto, theweb siteinfrastructureaiCachedelivers much richer set
of features and functionality that is not available with any other prodwatsshall explain these in great detail
laterinthisguide ai Cacheds heritage c a rhe preduct madedirstdppbasacck. t o

aiCache is placed in front of traditional web servers. As a result of such placement, aiCache is capable
intercepting and responding to user requests before they ever hit origin web servers, App or Database ser
helping to solve or mitigate most of the typical issues mentioned previously. In other words, by deployir
aiCache gu canaddressmost, if not allof yourw e b  siolileen$ & a minute fraction of cosbmpared to
bruteforce buymore HW approach orgually expensive and time consuming code changes and site redesigns.

The most noticeable benefit that deployment of aiCache offers is the ability to cache frequently acces:
content, so that t he r-éApgpuSeraersi Babkand iBerver® I We b aSere
frequently. It results in dramatic improvements in terms of web site performance and tremendous reduction
loadacrossall component®f your infrastructure.

aiCacheis a Linux applicationcustom writtenin C for maximumperformane and flexibility It runson
most popularand ubiquitoud.inux distributions It utilizes theEPOLL mechanism, available only on Linux
that offers unmatched scalability and performance for network 10, translating to ability to serve tens ¢
thousands ofimultaneous clients off a single server (solving the famous C10K dilemma) with virzeady
overhead. aiCache is rgght-threadedapplication,utilizing a very limited number of threadgrocesses)
typically well under a dozerto do most of the pressing. This is in striking contrast to some other products
that rely ona single process darge pools oprocesses dhreads, dedicating a thread to each client request, a
design that doesn't scale in our opinion.

Test results show that under favoealdonditions (fast clients, smaller, cacheable respprsséficient
network bandwidth single aiCacheinstance running omntel(tm) Nehalemprocessor systens capable of
servingmore tharR60,000RPS that'saroundl billion requests per hour!

And ladly, aiCachei s devel oped by a t e amofdebigningd Buildihgeamdh ¢
mai nt ai ni ng s o merwebfsited aneompassing pletysmudh we\sery single imaginable type of

web siteand web technologylt is from this experiere andoccasional frustrationshat features of the product
were conceived, developed and refifiearather distinguishing featuradeed

aiCache features at a glance.
1 Dynamiccaching &sharing ofwebcontent,including GET and POStequests

1 Ability to function as HTTPS end point, forwarding decrypted traffic to origin servers.
1 Excellent scalability and high performance, tested to exceZ80@i00 RPS.

1 Flexible document freshness control, includiogokiedriven control.

1 Cluster supportrun a cemally managed set of aiCache servers.

1

Clusteraware o-demandesponsalriven cache expiration




aiCachev 6.107 . .
UserGuide aRiciiE Get Eyour life be

www.aiCache.com 17

2 @0LlQaiCache, Inc .

= = =2 =4 -

=

=

= =/ =2 4 -4 -4

Fallback mode to keep your site up even in case of backend failures
Origin-ServerOf-LastResort feature, to further help server trafficase of backend ifares.
Selective log suppressi@amnd decimation.

Automatedime or sizebased log file rotatian

Three different ways to monitaiCache clusterawareCLI, Web and SNMPwith extremely rich set of
statistics available.

Full support for egular expressiws for pattern matching

Feature rich command line interface (CL)Il set of statisticsinventory check, document expiration
and remwal, log file rotation anagnuchmore

Load balancing ofequests acrossrmu mb e r o fwebserwesiwith 3ndifferent load balancing
metrics supported

Monitoring health oforigin serversjncludingcontent matching
Response preload/pfetch.

Security features, including clusteraware comprehensive, multayered defense against Denidi
Service attacks amrotection against malformed requsst

RAM-based caching for unsurpassed response tmn@ache generates almost no disk 10.
UserAgentbased redirection

Built-in comprehensive Health Monitor

Configurable orthe-fly compression

Advanced alerting warns you loeé there's user impact

Extend aiCache with us@rovided logic via aiCache plugs.

And many moreunique features that wahallcover in depth in this document
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Document Conventions.

Throughout this document, yaill see examples of operatisgstem conmandsaiCachecommand line
interface(CLI) commands, snippets from configuration files, and screen capkmesand colorchangesare
employedso thatthese coulde clearly distinguished from the surrounding text.

We usetermsuvisitor, user, and custoerto refer to web site visitors. Sucisersvisit websites bydirecting
their web browsers (Internet Explordfirefox, Chrome, Opera Safarietc) toURLs that are hosted by web
Sites.

We use term forigin (web) served t o  rwebf servg(s) tthatare beingacceleratedby deploying
aiCache

We usetermsfiweb documeidt "response'to refer to files stored gror content generated bgrigin web
serves and subsequently requested bgbsi t e 0 s Swudh svébtdacungentsr responsesinclude, butare
not limited to,dynamic pages generated using J&#¥let PHP, .Net and other technologies, staitML,
JavaScriptContent style sheets, images in various formats, PDF Flash animationstc.

We useterm ficacheablée r e qu e st / reetesrpspomseshat can e cached/shared gi€ache
Opposite to such requests a€eTTL", "noncacheablé requests/responseshesecannot antbr should note
cached because they contain private data or because caching these doesn't siffaifiaaptbenefits.Yet, as
you shall discoveraiCacheoffers significant benefits even for traffic that cannot be cached. Some of the
benefits include request/response and connection offloatksgpnsepreload/prefetch and reattime traffic
reporting and lerting.




aiCachev 6.107 — . .
UserGuide aRiciiE Get Eyour life be

www.aiCache.com 19

2 @0LlQaiCache, Inc .

Key new features in aiCache V6.

Comparedo prior versions, version 6 of aiCache offers following key new features and benefits:

T

Support for HTTPS. Now you can have aiCache manage HTTPS traffic, while still communicating
via HTTP with origin serers, relieving them from encryption chores and administration overhead.

Support for customer logic via flexible, yet very easy to code, plugin architecture. Now you cat
have arbitrary number of your own plugins examine incoming requests and tell aiGashtop,t
redirect, rewrite, change the TTL of requests or provide complete response bodies. aiCac
automatically collects and reports all of the plugin statistics, without having to code for it.

Better scalability on mukcore systems with more than 4 CRbres. aiCache has been tested to
over260,000Keep-Alive client req/sec. While very few sites ever will push this kind of traffic, but
massive scalability is there should you ever need it.

Multiple listen ports, both HTTP and HTTPS, can now be specilfed. can tie a listen port to a
website or still have aiCache tie incoming requests to website via regular logic.

Support for "origin servers of last resoft Now, in addition to regular aiCache failback feature,
you can try filling cacheable requestsaagpt dedicated conteneplica servers, should attempts to
obtain responses from regular origin servers fail.

Increased set of collected statistics, at global, website and pattern levels. As usual, you can see
stats via Web, CLI and SNMP interfaces.

Version 6 supports V5 configuration file syntax, so it is a simple-dropplacement. A number of V6
specific settings have been added, explained later in this Guide.

Effective Jan 2010 aiCache Ltd stops all new feature development for V5 of aiCaghlacesdV5 into
maintenance mode, where veentinue toaddress minor bugsNe recommend all of our customers to
commence testing of aiCache V6 in their setups.
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Example Web Site.

As we discussfeatures and configuration aiCache we shall refer toa fictional web sitesetup, so that
settingscommands and configuration files refstto throughout the rest of this document make nserese.

This fictional web siteis www.acmenews.corh The AcmeNews is in theuliness of providing news to a
large number of user&\cmeNews prides itself in being first to most stories, entertainment or financial, aiming
to have shortest story publishing tin®ome content on the site, such as breaking newsectn frontsis
refreshedrather frequentlyi every minute, to stay up to date. Some other content is more static and is onl
refreshed once an hour, once a day and once a week.

AcmeNews suppostcommunity featurg allowing users to comment on aléis. When a page (newsre
story, editorial content etc) is displayediser comments are shown below the actual stacgneNews prides
itself in allowing its users to enjoy retiine discussion thread updateas soon a new topic or a response is
posted, the content updateseflect the changes.

In addition to dynamic content, theety contenincludeslarge number oflavascript files, CSS files and
images, with file sizeranging from 50B (for simple ongixel images) to 50KB for someJavascripfiles and
higher qualityimages

Internally the site is composed of a number of origin servers (the web farm), with the names
www1.acmenews.conwww?2.acmenews.conand so on, to be able to cope with large number of Web hits the
site gets. The exact mechanism used to load balasee raquests across origin servers is not important.
Examples include: multiple DNS A records or CNAME aliasing, combined with dynamic DNS service, such &
Dynect or similar, load balancersuch as F5, A10, Netscaler, Alteon, HA Proxy etc.

All of the content served fromvww.acmenews.coms deliveredvia HTTP protocol, as opposed to the
secure form of it, HTTPSAt the same time AcmeNews maintains subscriber profiles dersuthat want get
access to paidubscrptions. In order to allow users to sigp for these services in a secure fashion, a separate
secureweb serveis setup with the name skcure.acmenews.conThis server usedTTPSto communicate
with the subscribers, encrypting all the traffic betweeea thuser s and the server
information is protected while in transit.

Business Development has been busy thinking of more features to add to the site, to attract even
visitors - things like user comments on news articles, dedicatessage boards, video section. A dedicated
mobile web site is also in works, aimed at attracting mobile clients.

Yet as the popularity of the AcmedWws grows, resulting in more page viewager number ofunique
visitors and longer visits the site findsits response time starting to climb ahdoad on al | 0
infrastructure components increasing. Outages become all too frequent. Environment footprint keeps grow
with more and more servers going into the racks, requiring more expense for HSWandrchases, additional

2 Any resemblance to real web sites is unintentional.
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space, power and cooling. Bexent hr owi ng money at the problem doe
a feeling that a radically different approach is in order as the current path is not sustainable.

And this exactly when theechnology team, after days of reseaacit brainstorming comes up with an
i dea andl| & a&achesntens the scene.

Prerequisites.

Understanding your Web Setup.

As the product ivery easy to install and configure, chances are you will notl im@s special helBasic
understanding of theveb site setup ishelpful. Typical questions that arise during the installatiorai@fache
include document freshness critefrias in what can be cacheand for how longorigin server configuration
(what ae theweb serves that run the site and how is user traffic directed at them: DNS, load balaaugrs)
cookie/sessiomanagement issues.

You might elect to install our product yourself, which requires some fairly basic Linux knowledge.
Alternatively, you @n contact us for a quote on Professional Service engagemantikey package aimed at
helping you to get up and running, straight from the source .

Server Platform.

You needto have or be ready to obtair6d bit platform- Intel or AMD, to run ou product onaiCache
requires Linux OS andlmost any 64 bit distribution will do. 64bit requirement is there so that you asse
more than 4GB of RAMer proces$ which in turn provides more memory for caching of cont&he exact
amount of RAM youd need depends on your cache footprimumber and size of caatheesponseshat are
stored in the cache.

For exampl eyouwastto@ach@@0d activenarticles that average 50KB in gizich set will
require about 50MB of RAM- a very smalffootprint. 100 000 pieces of content with same average size will
require 5 GB of RAM- still perfectly reasonable siz€o help with keeping the memory footprint under control,
aiCachehas anumber oftricks in its arsenal, including advancedche cleandogic. You can configure just
how aggressive you want it to bave shall have more to say about it later in this document.

As you already knowaiCaches right-threaded, t o t ak e ad v a ndore gystemdtfruns o d
as a single multithreadgatocess.You specify number of worker threads you want to have, ideally matching

3 As opposed to singlthreaded (cannot benefit as effectively from multiple CPUs) or process/peeadnrection designs
(exhausts resources quickly with large number of requests/connections).
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that number to number of available CPU cores (default number of worker threads is 4). As a ballpark guide
modern CPU is capable of driving about 20,000-keepalive cacleableRPS. So if you have 4 cores and
configure 4 aiCache worker threads, you shaxpect to be able to handle around 80K RPS, assuming most
content is cacheable and you don't exhaust your network capacity. Likewise, 8 threads and 8 CPU cores car
you close to 160K RPS and so on. Very few sites push anywhere close to these kind of RPS, but the capaci
there should you ever need it.

Being rightthreaded also mearthat no matter the number of connected clients (30 or 30 thousand) or
request/sec (®RPSor 250000 RPY y serwviagr yeu will still have only one processinning with
configuredthreads- be ready to be amazed at extremely low CPU utilization that aiCache servers exhibit eve
when under high loads.

aiCacheis capable ofully utilizing gigabit network interfaces, so you are never constrained@gche
and instead, it iikely thatthe bottlenecks, if any, will be found aplink, firewall, networkand load balancing
level instead

Please notaiCache is also available-esadyto-go Cloud image, includindAmazon AWS image. We
strive to offer aiCache as a Cloud product available with ggbpularCloud provides and integratorssuch as
RightScale, 3Tera and otherplease check thaicache.conweb site for the latest informatiamn aiCache in
the Cloud.

Operating Systems and Software Pre-requisites.

Almost any modern Linux digbutionwill do , as long as iis 64bit kernel, version 2.6.9 or newer. While it
doesn't require any additional software or special tricks, as ysualre likely tobenefit by using most uf-
dateproductionversion of 64bit 2.6+ Linux operating system with the most re@mtmmendedecurity and
performance patches appliedCachehas beentestedon Ubuntu8 and 9 Fedora 10, OpeS8USE 11 RedHat
5.x andCentOS 5 distributions,all in 64 bit mode.

aiCacherequires reasonably recent Glib shared library (2.16.4 or later), Zlib shared library (any reasonak
recent version will dQ)OpenSSL shared library (v0.9.8ahd PCRE shared librarpll of the libraries that
aiCacherequires are normally piiestalled during OS installation and require no additional action on your part
Libraries are shared, meaning they are not statically compiled int@aehebinary but are instead resolved
and loaded yhamically during run time.

aiCache distribution carries within itself two different aiCache binaneish and without HTTPS support.
This way, if your server lacks OpenSSL libraries and you don't require HTTPS, you can use-frEETPS
aiCache binary.

SNMP integration feature requires NetNMP s er ver software. Agai n,
part of OS install, if not you need to follow installation instructions for your flavor of Linux. We cover SNMP
integration indepth later in this document.
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aiCache is also available-e=adyto-go Cloud image including Amazon AWS image$Ve strive to offer
aiCache as a Cloud product available with other popular Cloud providers and integrators, such as RightSc
3Tera and othersplease check the aicacbem web site for the latest information on aiCache in the Cloud.

Red Hat 5, Fedora 8 & derivatives warning.

Some RedHat and RedHat-deriveddistributions, such as FedoraRed Hat 5.x andCentOS 5.2might
comewith an older versio of GLib libraries andequiredownload, compilation and install of newer GLib. You
can obtainmost recent GLib likary at http://www.gtk.org/downloadinux.html . Please follow standard
practice of runningonfigure, make, make instalDon't worry- the installation of an ugded GLIB should not
take longer than few minutes of your time.

By default, GLib installs intdusr/local/lib . To make sur@iCacheloads these newer libraries)ot the
default and oldewersion, you can setLD LIBRARY_PATH to point to/usr/local/lib before you start
aiCacheYou can create a custom shell wrapperdi@ache including this and other settings, suchuisnit,
etc in it .For example:

# Increase number of allowed file descriptors
ulimit - n 124000

# enable core file

ulimit - ¢ 1000000000

# point to directory with GLIB libraries in it

export LD_LIBRARY_PATH /usr/local/lib

# start aicache

lusr/local/aicache/aicache - f aicache.cfg

aiCachewon't startunlessproper version of GLib library is installed on the systértell-tale sign of an
outdated GLib library version is an error message during startup that points to g_* function being not found. T
address this please install newer version of GaBper instructions abave

Likewise, if you try to start HTTP$8nabled version of aiCache onsarver without proper OpenSSL
libraries, it will refuse to startaiiCache distribution carries within itself two different aiCache binariggh
and without HTTPS support. This way, if your server lacks OpenSSL libraries and you don't require HTTP
you can use HTTP&ee aiCache binary.
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Installation.

Please note that aiCache is also availableadyto-go Amazon AWS image. We strive to offer aiCache
as a Cloud product available with other Cloud prowwdgrease check the web site for the late&irmation on
aiCache in the Cloud. If you choose to with an aiCache Cloud image, you don't have to download aiCac
binary or acquire aiCache licensdfsis all taken care of alreadwll you need to do is torder andstart an
official aiCache instare

Network Setup

Assuming you want tenstall aiCacheon dedicated serv@), you must be able to connect th&ache
server(s) to the network so that thE€achecan reach therigin web serves and in turn can be reached by
Internet users. Usually it@ans that there must be spare ports on your network switches and you have spare
addresses to assign to these a@dacheserver(s).

Depending on volume of traffic you need to handle, you might elect to setup a single network connectis
on aiCache serveror multthome them instead. Consider using N&&ming if you have redundant network
switches to make aiCache's network connection highly availadier in this guide we describe a VRRBRsed
HA setup, with redundant aiCache servers assuring maximtimeup

If you decide to cdocateaiCachesoftware on the same server whareactualorigin web servefApache,
lIS etc) resides, then there are no changes required to the network setup. You will only need to change the
the actualWweb servelistens m a to a different one, as the original port 80 will now be claimediGgche
Alternatively, you can use multiple IP addres&dmses)n the same servdsind youorigin web serveto one
of them, and configureaiCacheto use a different onéow, both origin serverandaiCachecan share the same
port number.

aiCache distribution file.

The product usually comén the form of asmallLinux tar archivefile that you obtain by direct download
from ourweb siteor receive in the mail on some form of nedsuch as CDContained within tharchive are
2 aiCachebinaries: one compiled with HTTPS support and one withexample configuration file, README
file, SNMP integrationscript convenience install scripalert email scripand Admin Guide in Adab PDF
format. Also included is glugin directory - containing plugin header file, plugin build script and example
plugin C source file.

After obtaining the distribution file, you cam-tar it in a temporary directoryfor example in /tmp.

cd /tmp
tar -xvf aic ache .tar
cd aic ache
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aiCache binaries.

The aiCache distribution contains 2 aiCache binaries, compile with and without HTTPS suppor
Otherwise, both files are identical in their functionality. We provide aiCache binary compiled without HTTPS
suppot in case your system lacks OpenSSL librari@s which case you won't be able to start the HTTPS
enabled aiCache binary.

Clearly, if you require HTTPS support, you must run HTIP@bled binary and have OpenSSL libraries
installed. Your license file slud also have https option enabled (all Cloud images are enabled for HTTPS
support and require no license file).

Installation.

To ease the installatioajCachedistribution includes aimple installation scripinstall.sh, that automates
most of the seip steps described beloWhe script creates user and graigacheaicache /usr/local/aiacache
and /var/log/aicache directories and copies distribution files fgsr/local/aicache If you choose to run the
installation script to automate the install ad®ryou can skip to "Production License File" section after running
theinstall.sh script The install script normally takes about one second to complete.

Alternatively, you mightelect toperform the required steps manually, if that suits your requireniertter.
Please refer to README file in the distribution tar file for sbgpstep install instructions. For your
convenience theameREADME file is included as an Appendix to this document.

You need to select a locatieraiCacheinstallation directoy, on host server'dile system where to install
the aiCache binary You might use the sanurectoryor a different one to installiCacheconfiguration and
license files. You can use any nafoe installationdirectory, but we recommeni use standarciame of
fi/usr/local/aicached. To simplify matters to also recommend keeping the configuration and license files in the
same directory, possi bdiCachadmstition weighs iaevellfurider § MBhndsize, s c
you don't need much sp&ato install it.

We recommendbo select a different location (directory) for your lbigs, for example/var/log/aicache as
you will most likely exd up with a number of log files and you do not want them to clutter your main
installation directory. Waealso recommend that you configure logging directory on a drive or partition with
ample freespace especially for the sites with heady trafficyou expect to serve 1000RPS please make sure
the disk 10 performance is adequate to write the log fi¥su can also use selective log suppressind log
decimationfeatures of aiCacheto dramatically reduce amart of log informationaiCachegenerates. Unless you
need tocollect it, consider disablingprocessing andogging of Referrer and Us&gent information (see
logging section later in this documenthis too, will save significant amount of disk space

For convenience purposes, you cemreate asymlink in aiCacheinstallation directory, for example
/usr/local/aicachédlogs pointing to/var/log/aicache - it is ratheracommon setupSpend some time setting up
automated log file rotation. A common practice is to configure aiCache to rotate it's log files, on the fly, ju
past every midnite and move the rotated log files to a different location, wisgrere stored in accordance
with your log file retention policies. See the dedicated "Logging" chapter later in this Guide for more
information on aiCache access and error logging capabilities.
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Production License File.

The aiCache distribution mightélude a demanode license file, called something liR852352452.demo

This demo license allows you to test aiCache functionality for 30 days or so. It also limits number of sites y:

can acceleratd®o not modifythe license filan any wayasit will render the license invalid.

Unless you're runningiCacheasaiCaché& own Amazon AWS imager otherapprovedCloud aiCache
images you will needto obtain a license file before you can ag€achen production modeTo issue a license
file we require the output of ifconfig" command, executed with the name of yqguoductionnetwork

interface.

For examplewhen you execute

ifconfig ethO

you shall see oputsimilar to the one below:

eth0 Link encap:Ethernet HWaddr 00:ee:dd:bb:0c:0e

inet addr:192. 168.168.8 Bcast:192.168.168.255 Mask:255.255.255.0
inet6 addr: fef0::eee:4ddd:xxx:c0e/64 Scope:Link

UP BROADCAST RUNNING MULTICAST MTU:1500 Metric:1

RX packets:51421 errors:0 dropped:0 overruns:0 frame:0

TX packets:85637 errors:0 dropped:0 overruns :0 carrier:0
collisions:0 txqueuelen:1000

We only require the first linef output fromthis commandgontaining the name and HW addsof your
production network interface.Please note that your HW aédswill be different from the one shown in
exanple. When sending the HW addis(aka MAC address) to upleasesend it ast appears in the output of
ifconfig commandgcolons and allgdo not modify it in any way.

After thelicense is issued,op shall receive a small file, named something 1i827364190.lic Feel free to
look inside- it is a simple text fileDo not modifythe license filein any wayasit will render the license

invalid.

Copy the file into the directory where you install@eCachebinary and config file- in our case it was
/usr/local/aicache To startaiCache you must specify both the namea€tonfigurationfile and the license
file, for example:

cd /usr/local/ ai cache
. aic ache -facmenews.cfg -11827364490.lic
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aiCachechecls the license fileupon startupShould any problemmbe encountered, you will see an error
message.Please refer to "Runnin@iCaché section for more information oraiCache option, testing
configuration file syntax etc.

Feel free to create a shell wrappgeript for aiCachestartup, so that you don'tveato specify all of the
parameters every time you startup the sert/er. example:

export LD_LIBRARY_PATH /ust/local/lib

ulimit  -c 1000000000

unlimit - n 128000

lusr/local/aicache/aicache - f myconfig.cfg - 1 3245234523454 lic

When running Amazon AW&iCaheimageor other Cloud aiCache imagd&ense file is not required.
The aiCachecloud binary is pre-enabled and prmstalled byaiCachecom and requieno license. As with
most Cloud images, you will be billed per unit aksource (time obytes dowloaded/uploadéd of actual
usage ofaiCache As rates are subject to change, make sure to checkyauthCloud Provideto obtain the
most up to date radeterms and conditions

All cloud images ar@re-enabled for HTTP&nd require no action on youar
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Configuring aiCache: look Ma, no XML !

ConfiguringaiCacherequires editing &ingle,simple text based configuration file with an editor of your
choice The configuration file i@ good oldsimple 'hame valuétext file, notan XML file.

aiCacheis extremely rich with features and it is your responsibilitgdafigureaiCacheto benefit your
web sitethe most. You camseincludedexample configuration filas a starting point (template) for you own
configuration files.In most casesto get up ad runningall you need to specifin the configuration filearea
web sitename (such awww.acmenews.cgnand IP addresses of tbaee of moreorigin web serves, it is that
simple.

Configuration File Sections.

The configuration directivesn configuraton file must be groupedn certain ordefsectiored). As long
as you follow the provided tgmnl at e y o u O-gleakeerefer to the pictuan the next pagt visualize
the ordering of the sections.

aiCacheconfigurationfile must contain, in this order:

1 A requiredsingleglobal (server) section it is identified/started by &aserver" directive. This section
contairs global configuration settingd his section must béllowed by

1 A requiredsinglewebsitesection- it is identified/started by Bne containing Website', followed by
1 At leastone (required)or more of hog sections, identified/started by"@&ostname valué directive.
Host section(sfontainwebsitespecific configuration settingg€ach host sectiomust specify at least

one orign server It can also contaioptional

1 pattern section containing pattern matching rules

Pattern sections are optional, but since these are how you configure caching rules, most configurat
files do contain a number of pattern settings.
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GLOBAL (SERVER) SECTION

server

listen http * 80

listen https * 443 host.cert host.key AES256-SHA
username aicache

groupname aiache

éé .

WEBSITE SECTION
website

HOST SECTION
hostname www.acmenews.com
origin 1.1.1.1 80
origin 2.2.2.2 80

PATTERN SECTION
pattern .html simple 2m
pattern .php simple 1m
é ..

HOST SECTION
hosthname media.acmenews.com
origin 3.3.3.3 80
origin 4.4.4.4 80

PATTERN SECTION
pattern .jpgl simple 7d
pattern .gif simple 7d
é ..

You might elect to ordewebsitespecificconfiguration settings in some logical order that makes sense to
you. For example, keep origin server directives together, do same for patterns. Yodeuidéatto keep origin
server directives at the end of each host section or in the beginning, followingsthamedirective- it is up
to you.

However, aplace where orderg of configurationsettingsis important isthe patternsectionwhere you
specifyURL matching patterngiCacheriesto matchrequest URLs tathesepatternsn the order that they are
found in configuration filesWhen the first match isobtained this matching process s®pnd appropriate
actionis taken. It means that yomight want toplacemore common patterrisward the top of the pattern list
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Likewise, put the leastcommonpatterntowardthe bottom of thepattern list While not a must, this tactis
likely to improve performance.

Similarly, if you accelerate a numbef busywebsites on aaiCacheserver, place definition of the most
frequently accessed sites toward the top of the configuration file.

If you desire to break up your aiCache configuration into a number of smaller configuration files, instead |
having onelarge configuration file, you can do so via one or moreinélude file_namedirectives These
directives can be placed anywhere within configuration file. Upon encountarngclude directive, aiCache
opens the file that it references and continuesip@rprocessvith the content ofncludedfile. The included
file can, in turn, provide a number ioiclude directives of its own.

You mightuseinclude directive to break up configuration so tltanfiguration ofeach acceleratesdebsite
is stored in & own configuration file giperhaps, store pattesectionsn their ownfiles etc. aiCache allows
pretty deep nesting anclude directive, but it does enforce a sanity limit of 10 on just how many levels deep
can include files be nested.

When runningaiCache in clustered setup, you'd typically want to have each clustered aiCache server he
same configuration file. This too, can be accomplished inttlude directive- simply put settings that makes
each aiCache server unique, into a separate filereamdusenclude directive pointing to that file. One setting
that is unique to each clustered aiCache server is the list of peers (on each node, it excludes node's own IP).

Configuration line format.

Eachconfigurationline in aiCacheconfiguration filemust bein the following format:

parameter name [space] param_value 1[space] param_value2 [space] [#comment] é0

Most parameters take a single value , somguatdlags and require no value.féw take up to/ values
Parametenames must be irlower case

Some configuratio settings have reasonaldefault values and if you deem these to be right for your
setup, you don't have gpecifysuch settings the configuration file. Please see the configuration settings table
below for what parameters havdaldt values.

Emptylines are athwed in the configuration files, as atedicated commefines If you need adedicated
commentine, start it  wi tYou can afsaidal a dompneent noccdnfigsratignrsetting linadd
such comment after "#ign. For example:

# comment line all by itself

max_os_ka_reqs 20 # comment added to a configuration setting.
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Simple, Exact and Regular Expression Patterns.
To configure the caching time (aka TTL or thteelive) for different URLs on your site, youan use

"exact', "simple" or "regular-expressiori pattern typesWhile regexppatterns arenuch more powerfulin
their matching abilitiesin mostcasesimple patterns are all you need.

Exactpatternis a string that is tested fexactmatch against guest's URL For example:

pattern / exact 10m |

matches URL that consists of "/" and nothing else. You won't be using exact patterns too frequently as tt
are very limited in their matching ability. You'd most likely use these as a way to catch a fespeeific
URLs that are hard doo expensive t@ccommodatéor with other types of patternsnmost noticeably the /"

Simplepatternis a string that will be looked for in incoming URLs and if that string is preseywhere
within the request's URL, aatchis declaredIn other words, a partial match is performed with URL serving as
a "haystack" and simple pattern being a "needle".

For example:

pattern breakingnews.html simple 10m
pattern /static_content/ simple 7d

declaresall URLs that contairbreakingnews.htmlto be cacheable and assgnlTL of 10m It also
specified that responses to any requests with URL contafstiatic_content/are to be cached for 7 days. The
latter pattern would apply to URLs likkstatic_content/images/1x1.gif , /static_cdent/css/mainstyle.css,
[static_content/js/menu.jsand so on. So if static content on your site uses this or similar type of naming
convention with a common prefix to URLS, you can "cover" most of it via a guagtern directive.

Due to partial nature ahatching of simple patterns, lasvarethat asimple pattern &cmeé matches
acmenews.html, acme.php, notacme.asp

Regexpatterngregular expression ) are used why@u cannot accomplish what you need vaimpleor
exactpatterns

There is a wealth ohformation freely available on the Web about regular espras andyou can study
some of it. In most cases you will know enough about thegexpsby simply looking into the example
configuration files.

A regular expressiopattern can be anchored teetbeginning of line by using caret sigraiCachewill
match anything that starts wiffaiCached A dollar sign anchors pattern to the end of lite$ matches any
string thatends withi t or 0 .

You can see that some symbols have special meaning inpgegxmeansisothat to match such symbols
l'iterally, one has to escape them. Iirjwewdudausepd e,
Pretty simple stuff, yet it is much more powerful than that as you will discover if you do reacomdne
subject.
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Please note that you cannot use jésa%a pattern (regexp type or simple typeas itis likely to match
almost all of the URLs on your siteprobably, not what you want to happé&mr much more on the PCRE
syntax, google for itor visit this link: http://library.gnome.org/devel/glib/stable/glibgexsyntax.html

Pattern testing tool.

To ease eation and testing eégular expressiomatchand rewritepatternsaiCachedistribution includes
a small command line toopattest The installation script places it into the same directorgi@sachebinary,
but you can move it as you see-fibr example, you can move it tasr/local/bin, a commonly used directory
for assorted binaries

The tool allows bothregexp matchtesting andmore complicatedegexp rewrite testing. Right at the
command line you specify a pattern to use for matching, a string to match the pattern against and optic
rewrite string. We advise use of single quotes to enclose all of parameters, to prevetd pasgiretation and
substitution/expansion @iarameterdy Linux shell. Here're some quick examples:

# .[pattest - p Mabc' - s abcdef
[Success]: Matched.

Pattern: >*abc<

String: >abcdef<

# .[pattest - p "Mabc' - s zabcdef
[Failed]: Not matched.

Pat tern: >*abc<

String: >zabcdef<

# .[pattest - p '(abc).* -sabced -r'zzZ'
[Success]: Rewrote original string:
>abced<
To new string:
>777<
Using pattern:
>(abc).*<
And replacement string:
>777<

# .[pattest - p '(abc).* -sabced -r'zzz= \1'
[Success] : Rewrote original string:
>abced<
To new string:
>777=abc<
Using pattern:
>(abc).*<
And replacement string:
>777=\ 1<
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URL match actions.

When a request URL matches a patterre or more of the following actioasetaken:

= =2 =4 -4 -4 A4 A4 -4 -4 -4 A4 A A -2

URL TTL might be assignedr(cludingTTL value of Q declaring request necacheablg

URL might be blocked

URL might be redirected

URL might be rewritten

URL might be rewritten and redirected

URL might have "do not log" flag set (log suppression)

URL might have some/all dafs parameters discarded (URL caching signature parameter busting)
URL might have a cookie ants value added as part of URL's cache signature

URL might have request's UsAgent value added as part of URL's cache signature

URL might have request's UsAgentrewritten and added as part of URL's cache signature
URL might have request's Accelpinguage value added as part of URL's cache signature
URL might havets TTL set to O ifacertain cookie is present in the request

URL might allow for one or more coas from origin server response to be cached

Configured customeprovided plugin code can be executed

When no match is found for request's URL, the request is declared to-baam@ableln other words,
aiCache never caches a response unless it iggooad to.

Please note that the action list abox@ght not be the completelist, as we continuouslgnhance the

product with more features.

Example configuration file.

To reiterate, gu configure all of the aspects afCachebehavior via singlesmple, text based, neKML
namevalue configuration file. You can name it to your likingut the whatever name you choose must be
passed taiCachein the command ling(-f parameter) An exampleconfig example.cfgfile is providedin
distributionand you can use it as a starting point.
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The configuration settings are very straightforward and very fetherh are required in most cases,
resulting in configuration files that contains just few lines of settingswever, aiCache prides itself in an
incredble flexibility and this is why there'r® manyavailableoptiors .

ShouldaiCacheencounteia settingdirective it doesn't understaisdpport an error message is printed out
to the consoleand/or error log file pinpointing the offending configuran line, so you can correct it.
Alternatively, you can staraiCachewith "-t" option, to test your configuration file lidgy-line. For more
details, please see "Startiaaché section.

If you desire to break up your aiCache configuration into a nuofle@maller configuration files, instead of
having one large configuration file, you can do so via one or morenciide file_namedirectives These
directives can be placed anywhere within configuration file. Upon encounterimglade directive, aiCahe
opens the file that it references and continues parsing process with the content of included file. The incluc
file can, in turn, provide a number ioiclude directives of its own.

You might usanclude directive to break up configuration so thahfiguration of each accelerated website
is stored in its own configuration file or, perhaps, store pattern sections in their own files etc. aiCache allo
pretty deep nesting afclude directive, but it does enforce a sanity limit of 10 on just how niewgis deep
can include files be nested.

When running aiCache in clustered setup, you'd typically want to have each clustered aiCache server h
same configuration file. This too, can be accomplished inithude directive- simply put settings that make
each aiCache server unique, into a separate file and themclis#e directive pointing to that file. One setting
that is unique to each clustered aiCache server is the list of peers (on each node, it excludes node's own IP).

Let 6s t aktbke example canmflguraton file. Just for illustration purposes, the example below
contains a large number of configuration settings. Most installations won't need nearly as many settir
specified. Typically, you'd only need to specify one or more of the &oss of the websites you're
accelerating, point to origin servers for the respective websites and define caching rules.
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HHHAHHHH T Server Section ###HHHHHFHHHHH T
server # REQUIRED

#

listen http * 80

listen https * 443 hos.cert host.key AES256SHA server_port 80
if _name ethO# REQUIRED
server_nameaiCachebx

admin_ip *

admin_port 111

admin_password secret

username test

groupname test

work_dir /usr/local/aicache

alert_dir /usr/local/aicache/alerts
logdirectory /var/log/aicache# REQUIRED
log_healthcheck

logtype extended

accesslog access

dump_bad_req

debug _clip 1.2.3.4
stay_up_on_write_error

errorlog error

drop_user_agent

drop_refferer

hdr_clip X-Forwarded-For
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refresh_hdr_clip
max_header_siz€000
max_body_size50000
chunked_resp_size _hinB3000
maxkeepalivereql0
maxkeepalivetime 10
maxclientidletime 4
max_os_resp_timed
snmp_stat_interval 4
max_os_ka_connections 2
max_os_ka req 4
max_os_katime 10
max_post_sig_size 128
min_gzip_size4000
compress_json

compress xml
max_post_sig_size 128
client_linger O

os_linger O

silent_400
cache_cleaner_interval 320
hard_cache_cleaner_interval 7200
max_log_file_size 100000
logging dedicated

shutdown_grace_waits
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refresh_website

logstats

stat_url aiCachestat

keep_http10on

table_stat urlaiCachedable

pend_url aiCachepend

alert_email support@a.b.c

alert_bad_req_se0

alert_max_cache_entried0000

alert_client_conn_max30000

alert_client_conn_min5

alert_os_conn_max20

alert_os_fails_se@

alert_req_sec_max2500

alert_req_sec_mn 10

alert_os_rt2000

X_0s_header XaiCacheOS

x_ttl_header X-aiCacheOS

peer 1.2.3.4

peer 1.2.3.5

peer 1.2.3.6

peer_prefix mysecretpeerprefix
HHHHHH TR TN e DSECtion#H S HHH R HH T H R

website# REQUIRED

hostnamewww.acmenewscom# REQUIRED
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cname bbs.acmenews.com

cname mobile.acmenews.com

sub_hostname content.acme.com

no_retry

404 redirect_location http://acmenews.com/404grace.html
500 _redirect_location http://acmenews.com/500grace.html
prefetch_url /slowGetAdCall?page=tome&area=top 100 gzip
prefetch_http _header User-Agent TestUser Agent V1.0
prefetch_conn_close

min_gzip_size4000

min_gzip_size4000

compress_json

compress_xml

ignore_case

ignore_ims

sig_ua

ua_sig_rewr Browserlll bl

fallback

forward_clip

logstats

decimate_log 100

conn close

max_os_resp_timet

max_url_length 128

ignore_no_cache
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sig_ignore_body

max_os_ka_connections 2

max_os_ka _req4

max_os_katime 10

healthcheck URL HTTP 10 10

alert_email

alert_max_cache_entrie$3451

alert_max_bad_os 3

alert_os_fails_sed

alert_req_sec_max3434

alert_req_sec_min3000

alert_os_rt5000
HHHHHBHHHHH A H R H AR HEED N Servers #HH#HTHHHH AT TR
# At least one must be specified for each defined hostname #

origin 127.0.0.1 8884

origin 127.0.0.1 888 2

origin 127.0.0.1 889
HHAHHHHAH R AR AR AR Paltete AR R

pattern .html simple 120 ignore_query

0s_tag 3

param_partial_match

redirect_location http://promo.acme.com

Ottl_cookie customer _id

sig_cookieconnection_type

rewrite images /media/images




aiCacheV 6.107 gaéACHE Get your life be
E

UserGuide _
www.aiCache.com 40 2 @Q@lQaiCache, Inc .

max_os_resp_timed
max_url_length 128
no_retry

post_block
ignoreparam paraml
pattern forumdisplay regexp -120
conn_close

block

drop

request_type both
ignore_case

pattern / exact 1h
sig_ignore_body
max_sig_size

dump_req_resp

Server, a.k.a global section.

We st a rsdrvepvakd"dlobail settings sectiof such settingsre applicable to theholeserver, as
opposed to thper-websiteparameter sectiolkome of the parameters defined in the global sectiomlaeeited
by website sectionisut can beoverridden(set to different values) in the website sedticNebsitelevel setting
always supersedes gloHalel setting.

The first configuration setting iaiCacheconfiguration filemust beserverdirective You can start config
file with empty or comment lines, but tfiest directivemust be'servef'.
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Global (system-wide) settings.

server Starts server (aka global) section of the configurationfitsjuired.
Parameters: non®efault: none
if_name ethO Specifies a valid interface name thatCachewill run on. Required.

Parameters: interface nanefault: none

listen http * 80

IP address, @rt numberand protocothat server listens oiY.ou can
specify as many of these as your setup requires. HTTPS pontereq
additional parameterssee dedicated "Listen Ports" section.
Default: any IP address defined on the server, port 80.

admin_ip *
admin_port 2233
admin_password secret

IP addressport numbeiand passworébr CLI (Admin) server
Default: any IP addss defined on the server, pp233 "secret"

usernameaicache
groupnameaicache

Identity to assume after startup. Server will assume the user and
ID that are provided, to limitstprivilege level.Default: noneaiCache
runs as superuser (roethot recommendedake surespecifieduser
and group exist in /etc/passwd and /etc/group files.

num_files 128000

As an alternative to rummg a "ulimit-n NNNN" commandefore
startingaiCacheyou can leaiCacheset it its own limit on max
number ofopen files.Default: not set aiCachewvarnsif you set this
number lower than 2000

work_dir /usr/local/ aicache

SpecifiesaiCache workingdirectory thatiCachechdir()s to after
startup.
Default:/usr/localéicache

alert_dir /usr/local/aicache/aletts

Specifies directory that aiCache uses to spool alerts files to (see
section on Alerting).
Default:/usr/local/aicache/alerts

logdirectory /var/log/www

Specifies directory where log files reside
Required. Default: noneMore Information here

stay_up_on_write_error

When set, server will continue to siee requestgven when it runs
out of space in log partitiofdirectory) Default: aiCacheerminates
on write errors .

logtype extended

Specifies accessldgor ma t . Choose betwee
Default: extendedMore Information here
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accesslog access

Name of access log fil®efault: access

errorlog error

Name of error log fileDefault: error

log_healthcheck

When specified, health check requests will be logged in access Ig
file. Default: no health check logging

logging dedicated

When specified, each accelerated websits ilow@ its own, dedicated
access log file, nandeaccesshostnameDefault: all of the website log
into a singleshared access fil&lore Information here

drop_referrer

When specifiedaiCachewill not process and/or log Referrer heade
value. We recommend havidgop_referrer configuredit will reduce
the size of the access log fileghersignificantly. If you need to
collect Referrer field for log crunching, do not specify this setting.
Default: Referrer is collected andgged.

drop_user_agent

When specifiedaiCachewill not processand/or log UseAgent
header value. We recommend havinmined o it will reduce the
size of the access log files very significanihefault: UserAgent is
collected andogged

dump_bad_req

When specifiedaiCachewrites bodies of bad requestsfites namel
/tmp/bad_red?ID.NNNN. No more that 120 bad request bodies ca
written out per minutes to avoid resource ewglization. Can be used
to troubleshoot bad requesiExfault:bad request bodies are not
written out.

logstats

When specifiedglobal statistics will be written out o dedicated
statistic lodfile every 5 second®efault: no statistics logging

debug_clip 1.2.3.4

When setaiCachecaptures and writes out both requests and respq
(up to 32KB of) with matching client IRsafter they are sent
to/received from origin server. Can aéelpful troubleshooting tool

maxclientidletime

When specified, a valid request header must be obtained from cli
within this many second8&efault:5 seconds

maxclientbodytime

When specifieda valid and complete request must be obtained frg
client within this many secondgefault: 60 seconds.

max_post_sig_size 128

When specified and/or set to a value and POST caching is enablg

* It is not a good idea to use Accelerator as femd for large user downloads (say 1MB-)s it will consume too much RAM.
60 sec default value is more than adeguat a typical form data (few tens of KB at most).
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only POST bodies smaller than are used as part of resgansature.
Default: 256 bytesSee POST caching section for more informatior

max_log_file_size 100000000

When specifiedsizebased log file rotations enabledAccess log file
will be auterotated when it grows above this size (byt@stault: no
size-based log file rotation

maxkeepalivereq 10

When specified, client Keefllive connectios areallowed to serve
up to this number of requesisefault: 20

maxkeepalivetime 10

When specified, client Keefilive connectioms areallowed to stay
connectd in idle state up to this number of secoriRisally busy web
sites commonly set this at 5 secon@sfault: 10

max_os_resp_timed

When specifiedresponses from origin servers must complete with
set amount ofseconds Default: 10.

max_os_ka_connetions 2

When specifiedenablekeepalive connection$o origin servers and
limits number of such connections to gpecifiednumber perorigin

server Default: OS KA connections are disable@lobal setting can

be overidden at website level.

max_os ka_req 20

When specified, keeglive connections torigin servers are limited
to serving no more thaspecifiednumber of requests before being
closed.Default: 10 . Global setting can be overidden at website lev

max_os_ka_time 5

When specified, kep alive connections tarigin servers are limited
in to total duration (from open till final use and close) to no more t
this amount of secondBefault: 5. Global setting can be overidden
website level.

client_linger O

Whenspecified, client conection SO_LINGERoptionis enabled
and set to the specified numbBefault: client SO _LINGER is
disabledPlease make sure you understandsitle effectdefore
enabling this option.

os_linger O

When specified, origin server connection SO_LINGPpRam is
enabled and set to the specified numberffault: origin server
SO_LINGER is disabled?lease make sure you understand the sid
effects before enabling this optid®ee "Have mercy upon thy origin
servers."

client_tcp_no_delay

When specified, TP_NODELAY option is set for client
connections. It has effect of turning off Nagle TCP algorithm.
Default: TCP_NODELAY is not applied.

0s_tcp _no_delay

When specified, TCP_NODELAY option is set for origin server
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connections. It has effect of turningf Nagle TCP algorithmDefault:
TCP_NODELAY is not applied.

shutdown_grace_wait 5

When executing graceful shutdown, aiCache stops acceysing
connections for this many seconds, while allowexgstingrequests
finish processing, and then exiBefault: 5

refresh_website

When set, for 2nd and following requests that aiCache obtains frg
keepalive client connection, it rematches Host: header to obtain
matching website. Used to address broken load balancing setups
Default: off (not specified)

snmp_stat_interval 5

When setaiCachegenerate SNMP statistics file every this many
seconds. Must be set for SNMP integration to wbrdault: off,
SNMP integration is disable/SNMP _Monitoring.

silent_400 Whenset, aiCache does not send error respansesponse to
invalid/malformed/oversized requesksstead itdropssuchclient
connectionsilently and instantlyDefault: off, error responses are
sent in response to malformed/oversized requests.

orig_err_resp Specifieshow aiCache treats errstatus codes it receivé®m origin

serversn respons&o cacheable requests. When set, original respg
are delivered, when not set (default), aiCache overwrites all error
responses with status > 400, excépt,404 and 407, with its own,

abbreviated version3his is done to preserve network bandwidth.

stat_url aicachestat

table stat url aicachestattable

Theseare URLSs you use to get access to aiCache'sefedishing web
pages that contains aiCache glbbr websitespecific statistics. You
may set it so that only people that know it can see your statistics.
"Self-refreshing Web monitor" section for more information on thig
feature. Default: accelstattext, accelstattab&elfrefreshing Web
Monitor

pend_url aicachepend

This is URL you use to get access to aiCache'seftshing web
page that contains aiCache global or wekstecific pending
requests. You may set it so that only people that knoanitsee your
statistics. See "Setkfreshing Web monitor” section for more
information on this featureDefault: accelpendtex&elf-refreshing
Web Monitor

alert_email support@a.b.c

When set, automatglobalalerts are generated and sent to this em
address Default: not provided, no global alerts are generated. Pled
note that for alerting to work, you must enable statistics logging vi
logstatsdirective.Websites can have their own alerting set, actimg

different set of criteria and emailing to different email addresses (§
website section)Please seededicated chapter on automated emai
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alerting feature o&iCache

alert_bad_req_sec 20

When set, anlart is generated when number of lRidSexceeds this
number Default:not set. Please see a dedicated chapter on
automated email alerting feature of aiCache.

alert_max_cache_entries 20000

When set, an alert is generated when number of cached respons
exceeds this numbebDefault: not set

alert_client_conn_max NNN

When set, an alert is generated when total number of client
connections exceeds this numbBrefault: not set

alert_client_conn_min NNN

When set, an alert is generated when total nummberent
connections is less than this numbBefault: not set

alert_os_conn_max NNN

When set, an alert is generated when total number of origin serve
connections exceeds this numbBrefault: not set

alert_bad_resp_sec NNN

When set, an alert generated when total number of failed respons
from origin servers exceeds this numbBefault: not set

alert_req_sec_max NNN

When set, an alert is generated when numbBRS8exceeds this
number Default:not set

alert_req_sec_min NNN

When set, m alert is generated when numbeR#Sis less than this
number Default:not set

alert_os_rt NNN

When set, an alert is generated when origin server response time
more than this number (millisecond€)efault: not set

alert_humane

When specifiedno alerts are generated between midnight and 7arn
local time.

mail_path (obsolete!!!)

Obsolete! Used for email alerting. Points to mail binaBefault:
/usr/bin/malil

chunked_resp_size hint 33000

When receiving origin server responses with TrarEf@oding:
ChunkedaiCachesetsreceiving buffer to this number of bytes. It ig
done to improve performance at cost of possible memory over
allocation.Default: ~33 000 B (32KB)

x_ttl_header X-aiCacheTTL

When set, aiCache returns response's TTL tatsligia custom HTTH
header that is specified as the parameteaiCacheTTL in this
example). TTL is only returned for cacheable responses, absence
this header indicates DTL (non-cacheable) respondeefault: not

set, response's TTL is not insertatbithe response header.
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Xx_0s_header XaiCacheOS

When set, aiCache returns origin server IP and port number to cli
via custom HTTP header that is specified as the parameter (X
aiCacheOS in this exampleDefault: not set, origin server IP and
portnumber are not returned as part of response header.

peer 1.2.3.4

Identifies a peer another aiCache server that accelerates same wg
site.Default: not set, no peers are defin€&@r more information abou
peers pleaseeadClustering aiCache

peer_prefix mysecretpeerprefix

Peer command prefi¥or more information about peers pleasad
Clustering aiCachéefault:/xaicachepeer

cache_cleaner_intervaN
hard_cache_cleaner_intervaM

Set cleaner run intervals, in seconsise chapter on aiCache Cache
Cleaner Logic.

keep_http10 [on]off]

Set it to enable/disable aiCache from overwriting HTTP/1.0 reque
to HTTP/1.1. When sebt'off", aiCache rewrites the minor version

HTTP requests which might speed up processing of responses frg
origin serversDefault:set, HTTP/1.0 is not rewritten as HTTP/1.1

hdr_clip X -Forwarded-For

When set, aiCache will parses forwarded Clienfrom request's
HTTP header and log it in the access log file . See dedicated sect
on the subjectDefault: not set, no processing takes place.

refresh_hdr_clip

When set, aiCache+a@btains (reparsesout) forwarded Client IP for
each request withia KeepAlive connection. See dedicated section
parsing of forwarded Client IP for more informati@efault: not set,
assuming aiCache is configured to process forwarded Client IPs,
will only do so for first request within a Keefdive client connetion
and reuse it when logging subsequent requests within the same K
Alive client connection.

enable_http10_gzip
enable_http10_keepalive

These allow to override default treatment of HTTP/1.0 request.
Enabling either one is risky. See dedicated chiapteHTTP/1.0
requests.

fallback_4xx

When set, aiCache tries to serve stale cached response, if one is
available, upon receiving response with 4xx error code from Origi
Server. Default: 4xx returned back, instead of falling back to
previously cached rpsnse.

count_4xx_as_bad

When set, aiCache counts 4xx responses from origin servers as [
(same way as 5xx responses are counted). This way you can
observe/monitor and alert on 4xx responses. Default: 4xx respons




aiCachev 6.107 I -
UserGuide aRiciie Get your life b
www.aiCache.com 47 E 2 @QLQaiCache, Inc .

are nod added to bad response stats.

Website-specific settings.

We <cont i websie" settingssuchisettings are applicable to a particular website, as opposed to the
global settings.Some of the parameters defined in thebsitesection might override thglobal settings of
same nameSome websitéevel settings always, in turn, might be overridden pgtternlevel settings of same

name.

website

Beginswebsite (as opposed to global) section of the configurati
file. Required. Default: none

hostnamewww.acmenewscom

Value of Host: HTP request header that matches this website
Required at least one hostname section must provibedault:
none

logstats

When set, pewebsite statistics is collected and written out to a
dedicatedf i | e n a-hostdamé sit mat ls o ¢efdli: r €
perwebsite stats gathering is turned. éffease note that for
alertingto work, you must enable statistic logging logstats
directive.

min_gzip_size 4000

When specified, responsesth ContentType oftext/*** and
applcation/xjavascriptand ofsize equal or larger than the specifi
number of bytes are compressadthe-fly.

Default: onthe-fly compression is disabled

fallback

When specified, if a refresh for cached response fails, the olde
(previous)cachedversion if one is availablejs served back to the
clients (as opposed to error
were not set)Default: fallback is disablecerror response is serve
when refresh failsSee "Forced fallback"” for an alternative soluti

httpheader hdr_name hdr_value
httpheader ......
httpheader ......

These, in addition to original request line, form request header
cacheablédTTP/1.1requestsUse example configuration file as
guidance fowhat headers to configur&€he value might contain
spacesYou can add an arbitrary header to cacheable requibsss
can be used to prauthorize requests when Basic authentication
used, etcOptional

httpheaderOhdr_name hdr_value
httpheaderO ......
httpheaderO......

These, in addition to original requdisie, form request header fol
cacheable HTTP/1.0. requests. Use example configuration file
guidance for what headers to configure. The values might cont
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spaces. You can add an arbitrary header to cacheable reqhest
can be used to pr@uthorze requests when Basic authentication
used, etcOptional

healthcheck url match NN MM

When specified, each origin server for this website is sent dnhe
check request isfmarnt ciherdl d,0orr dig9

Such HC requests are sent every NNands and the response m
be obtained within MM seconds. In case of error (no response
within MM or response data t
origin server igemporarilydisabled Default: origin server health
checkng is disabled

conn_close

When specified, client Keeglive is disabled for this website.
Default: client keepAlive is enabled.

origin 127.0.0.1 8888 1

Specifies an origin server: ip address, optional port number an(
optional origin server tadNumeric IPs only> Required. Defalt:
none. At least one origin servenustbe specified for each
accelerated website.

max_log_file_size

Enables sizebased log file rotation. Same meaning as in global
section, but applied to this particular websitefault: sizebased
log rotation isdisabled.

decimate_log 100

When set, aiCache decimates request logging for this website
the specified factorf¢r examplewhen set to 100, every 100th
request is loggedpefault:log decimation is disabled, every
request is logged

forward_clip [header name]

When set, aiCache forwards Client IP addresses to origin servg
a request headdpefault CLIP is not forwarded

0S_persist

When set, aiCache pins/persists clients to origin servers. See &
dedicated section on ClietS-PersistenceDefault: OS
persistence is disabled, request are fanned@otsall of
availableorigin servers in accordance with configured load
balancing metri@and os tags

no_retry

When set, aiCache doesn't retry failed requé&sitault: total of 3
attempts arenade to obtain a good respomsease of GET
requests, POST requests are not retried

® A conscious decision was made to use numeric IPs so that DNS dependency and overhead are removed
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cache_auth_req

When set, aiCache all@eaching of responses to requests with
Authorization headers. In other words, presence of Authorizatiq
headeilin requestoesit reset TTL to ODefault:such
requests/responses are not cacheable, TTL is always set to 0.

sig_cookie

When set, aiCache adds value of HTTP requegttshing cookie

to the signature of cached response. This can be used to cach
serve different rgponses, for the same URL, based on a cookie
value.You can also set this at pattern leugkfault: cookies are no
used in cached response's signature.

sig_language

When set, aiCache adds value of HTTP request's At@mguage
header to the signatuoé cached responsé&his can be used to
cache and serve different responses, for the same URL, based
user's language preferen@efault: AcceptLanguage header is n(
used in cached response's signature.

sig_ua

When set, aiCache adds value of HTTP request's Alpent
header to the signature of cached responsie.feature can be use
to serve different responses based on browser used by the clig
Default: UA header isiot used in cached response's signature.

ua_rewr_sig

When set, aiCache rewrites/reduces value of HTTP request's
Agent string anéddit to thesignature of cached responséis
feature can be used &a@canmodate for mobile clients/devices
Default: UA is not modified/used in cached response's signatur

ignore_case

When set, aiCache makes signatures of cached responses for
website cas@nsensitive , converting them to lower cagefault:
signatures are case sensitive

max_os_resp_time 4

When specified, responses from origin servers must complete
within set amount ofseconds. Overrides global setting of the sal
name Default: 10.

max_url_length NNN

When set, requests with URL length exaagdhis limit are
declined (with 414 or silently dropped dfilent_400is set).
Default:no limit is emposed

ignore_no_cache

When specified, ¥hocache headers from origin servers are
ignored, requests are not retried.

sig_ignore_body

When set, aiGzhe doesn't append cacheable POST request's b
to the request's signaturépplied to all requests to this website.

chame bbs.acmenews.com
cname account.acmenews.com

Defines one or more of alternative names for this websitea
convenience measureDo not abuse ksometimes it is better to
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create a whole newlifferent website as then yold have better
control over it and better view oskitraffic.

cc_obey ttl When set, aiCache wont clear out fresh cached respdisesilt:
CC cleans outresh cached responsewhen there was no access
since previous cache cleaner run.

cc_disable When set, Cache Cleaner logic is disabled for this website.

Default: CC logic is enabled, subject to cc_obey ttl.

send_cc_no_cache

When set, aiCache sentf3acheControl: neacache” HTTP header
in responses to requests with negative TTLs or when origin sef
response indicates that response should not be cached.

404 redirect_location

When set, aiCache redirects to this locatiehen it receiveg04
respnses from origin servers.

500_redirect_location

When set, aiCache redirects to this locatiden it receive$00+
responses from origin servers and/or when aiCache generates
own 500 response.

ignore_ims

When set, aiCache disregards conditiolfiaModified-Since
header in requests . No 304 responses are gendpatedlt: IMS
is processed and 304 responses are generated when appropri

max_os_ka_connections 2

When specified, enables kealive connections to origin servers
and limits numbeof such connections to the set number, per or
server Default: OS KA connections are disabl€uerrides global
setting .

max_os_ka_req 20

When specified, keeglive connections to origin servers are
limited to serving no more than set number gfuests before bein
closed.Default: 10 . Overrides global setting .

max_os_ka_time 5

When specified, keep alive connections to origin servers are
limited in to total duration (from open till final use and close) to
more than this amount of seconB=fault: 5. Overrides global
setting .

prefetch_url
/slowGetAdCall?page=home&area=top
100 gzip

prefetch_http_header AAA BBB
prefetch_conn_close

Prefetch response directive. See a dedicated section on respo
prefetching/preloading later in this geid

alert_email support@a.b.c

When set, automatic websispecific alerts are generated and se
to this email addresdefault: not set, no website alerts are
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generated and all the alert setting below have no effect. Pleasq
that for alerting to workyou must enable statistic logging via
logstatswebsitelevel directive.

alert_max_cache_entries 20000

When set, an alert is generated when number of cached respo
exceeds this numbebDefault: not set

alert_bad_resp_sec

When set, an alert is gala¢ed when total number of failed
responses from origin servers exceeds this nunibefault: not set

alert_max_bad_os

When set, an alert is generated when total number of failed ori
servers exceeds this numbérefault:set to O so even failure af
single OS causes an alert to be generated.

alert_req_sec_max

When set, an alert is generated when numbBRS8exceeds this
number Default: not set

alert_req_sec_min

When set, an alert is generated when numbBRSis less than
this number Default: not set

alert_os_rt

When set, an alert is generated when origin server response til
more than this number (millisecondg)efault: not set

alert_client_conn_max NNN

When set, an alert is generated when total number of client
connections exaals this numberDefault: not set

alert_client_conn_min NNN

When set, an alert is generated when total number of client
connections is less than this numbBefault: not set

alert_os_conn_max NNN

When set, an alert is generated when total numberigih server
connections exceeds this numberefault: not set

alert_humane

When specified, no alerts are generated between midnight and
local time.

leastconn When specified, aiCache uses least connections load balancin
metric for this websitePlease see a dedicated chapter on availa
load balancing metric (round robin, weighted distribution and le
connections)

fallback _4xx When set, aiCache tries to serve stale cached response, if one

available, upon receiving response with 4xx ecate fromorigin
servers Overrides global setting of same name. Default: 4xx
response is served to the clieinstead of falling back to previous
cached response.

count 4xx_as bad

When set, aiCache counts 4xx responses from origin servers g
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(same way as 5xx responses are counted). This way you can
observe/monitor and alert on 4xx responses. Overrides global
setting of same name. Default: 4xx responses are nod added t
response stats.

cache_4xx When specified, 4xx (except 400) respaam@cached in
accordance with TTL of matching request patt€ratault: 4xx
responses are not cached.

ua_keep_pattern Windows/sXP Requests with matching UsAgent string are accepted by aiCac
....... for regular processing, while ngnatching one are dicted. See
section on UAbased redirection for more informatidbefault:no
UA-driven redirection takes place.

ua_keep_redirect_host Specifies the host to redirect roratching UA requests to .
Default:no UA-driven redirection takes place. However tasting
must be provided if ua_keep_pattern is specified.

ua_keep_cookie [cookie name] Configures aiCache to issue a cookie to streamlinedtiven
redirection processin@efault:no cookie logic is used.

ua_keep_redirect_only _host Configures aiCacheot to send the original URL in the redirectio
response Default:original URL is appended.

recheck ua keep cookie See section on UAased redirection for more information.

Pattern settings.

Within the website section is locatedhe pattern sectigncontaining definitions of what constitutes
cacheable or nenacheable content. We dedicate a separate table to explanation of the parameters in t
section. Some settings in the pattern section may override both global andestesisettings of samname.

pattern patexact|simple|regexp TTL|| dent i f i es new pgbat tpeerrnf:o rsmeplbcehx
[ignore_query] [no_log] "regexp matching . TimeTo-Live (caching time) is setto TTL .
TTL is specified in seconds or, to simplify, you can end the TTL's
value with "m" for minutes, "h" for hours or "d" for days.

All of the above must be in a single
line. Specify negative TTL to disallow downstream caching.

When ignore_querys specified, query parameters are ignored why
forming cahed responssignature(see separate explanation later in
this document).
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When no_logis specified, matching responses are not logged in
access log file (log suppression).

Default: query is not ignoreand is used as part of cache signature
requestsesponses are logged

ignoreparam paraml
[ignoreparam param2]

Identified parameter (namgxram) is removed from cached
responseds signature (see sep
Multiple ignoreparamlines can be provided, each witldifferent
parameter name.

Default: no parameter is removEdm request's query string.

param_partial_match

When specifiedignoreparanparameter name matching is partial. U
it with care, but it has potential to speed up matching and remova
ignoreparams You can also use it to remove parameter that have
semirandom names with a common prefiefault:ingoreparamsare
matched by exact match.

request_type both

Can begebepbshbt dathi Default:pattern is matched to
GET requests onfROST requests are not matched by default.

Ottl_cookie customer _id

When specified, presence of a cookie with the specified name in :
request will disable caching of the request, even when pattern ma
indicates nofO TTL. More than one can be specified.
Default: cachingbusting cookies are ignored, TTL is determined by
pattern matching alone.

pass_cookie cookiename
[pass_cookie cookiename?2]

When specified, cookies with the specified names are stored in th
cached response (allowed to ptws®ughfrom origin server to cache
responses).

Default:cached responses never containGabkies, these are alway
filtered out, even when origin server responses hav€&eikie
headers.

redirect_location
http://promo.acme.com

When specified, matching negsts receive a 302 redirect response
with the specified location provided in Location: headexfault:
redirect is disabled

redirect_5xx

When specified, matching requests that result in 5xx error during
processing, receive a 302 redirect respondh, the specified locatior
provided in Location: header. Overrides webtatee| error redirects.
Default:redirect_5xx is disabled

redirect_4xx

When specified, matching requests that result in 4xx error during
processing, receive a 302 redirect respowdh the specified locatior]
provided in Location: header. Overrides websstee| error redirects.
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Default:redirect_4xx is disabled

0s_tag tag_number

When specified, matching requests are to be filled only from orig
servers that have matching origierver tag Default: origin server
tagging is disabled, all origin servers are eligible. Tag number mu
nonzero. There must be an at least one origin server defined with
matching tag, aiCache does not enforce this check. Tag_number
be less tha 254.

block When specified, matching requests receive a 403 Forbidden resy
Default:block is disabled
drop When specified, matching requests are silently and immediately

dropped, without any error response being sent to requesting clie
Defadt: drop is disabled

ua_redirect Windows/sCE
http://mobile.acmenews.com

UserAgentbased redirection rules. When the regexp pattern matc
UserAgent HTTP header, client browser is redirected to
http://mobile.acmenews.com

The match pattern must berggular expression format (this is dong
to accommodate for possible spaces in User Agent strings).

fallback

When specified, matching requests are served stale cached resp
(if one is available) when refresh of a cached responselaifsult:
aiCacle serves error response when refresh fRlesase see "forced
fallback mode" for an alternative way to serve content when origi
servers are down.

rewrite from_pattern to_string

When specified, matching requests will have their URLS rewrittern
and poswbly redirectedfrom_pattern is regexp basedo_string can
usebackreferencessee dedicated section on URL rewriting and
redirection for more information.

conn_close

When specified, client connection is closed after serving of matcl
requests . Usit to reduce number of open connections when you
know you serve "onéimer" requestsDefault: unless Connection:
close is specified in request, connection isised in KeegAlive
fashion (more requests/response are allowed to be served over s
connedtions).

retry_min_resp_size
retry_max_resp_size

When specified, responses to matching patterns are checked to
response size is less than min or larger than max setting. If it is ,
aiCache will retry the request up to 3 times trying to obtairopguhy-
sized response. Should all 3 attempts fail, the failing response is
returned ass, unless a previous , stale, cached response is availa
in which case the stale response in served insieafdult: no size
checks are enforced on response bo@ee "Forcing Retries" sectio
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later in this document for more information on this feature.

no_retry_min_resp_size
no_retry_max_resp_size

When specified, responses to matching patterns are checked to |
response size is less than min or larger thar setting. If itis , the
failing response is returned-&s without retries, unless a previous ,
stale, cached response is availabfewhich case the stale response
served insteadefault:no size checks are enforced on response
bodies.See "Faocing Retries" section later in this document for mor,
information on this feature.

ignore_case

When set, aiCache makes signatures of matching cached respon
caseinsensitive , converting them to lower cas&efault:cache
signatures are case senstiv

max_os_resp_time 4

When specified, responses from origin servers, matching this req
pattern, must complete within set amountsetonds. Overrides
globaland websitesetting of the same namieefault: 10.

max_url_length NNN

When set, requestsity URL length exceeding this limit are decline
(with 414 or silently dropped isilent_400s set)Default:no limit is
emposed

no_retry

When set, aiCache doesn't attempt to retry failed requissisult:
total of 3 attempts are made to obtain adjcesponse, unless requeg
is of POST type. POST requests are not retried by default.

sig_ignore_body

When set, aiCache doesn't append cacheable POST request's bg
the matching request's signature.

sig_language

When set, aiCache adds value of HPTfequest's Accefitanguage

header to the signature of cached response. This can be used to
and serve different responses, for the same URL, based on user's
language preference. You can also set it at website [eg&lult:
AcceptLanguage header ot used in cached response's signaturg

sig_cookie cookie_name

When set, aiCache adds value of matching HTTP request's cooki
the signature of cached response. This can be used to cache and
different responses, for the same URL, based on laewalue.

Default: cookies are not used in cached response's signature.

max_Ssig_size

When request's cache signature (minus possigleookieand
sig_ug exceeds this value, request is declaredcamheableDefault:
not set

post_block

When specifid, POST requests that match this pattern are block
(with 403 response or silently and instantly dropped when silent_4
is set).Default: POST requests are not blocked.
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cache_4xx When specified, 4xx (except 400) responses are cached in
accordance ith TTL of matching request patterdefault: 4xx
responses are not cached. Overrides welesrtd setting of same
name.

bad_response When specified, responses to matching requests are reported as
- which fact is reported via Web, CLI and SNMReirfaces. It can als
be alerted orDefault: not set

error_stat_ignore When specified, 400+ and 500+ code responses to matching req
are not added up to bad response statistics. Use to preclude knoy
requests from skewing up error statistiagcfsas requests for missin
favicon adding up to 404 error couriefault: not set

dump_req_resp When specified, matching request (up to 32KB of) and response
to 128KB of) are written out to /tmp directory, under
ltmp/pattern_req.dump.PID.CONN filame where PP is aiCache
process ID and CONN is connection number. Use connection nur
to reference the request and response to entries in aiCache log fi
Useful it for debuggingDefault: not set

You can configure aiCache to collect and reportepadevel statistics by specifyingollect_pattern_stat
at website level. The collected pattern stats can be accessed via Web and SNMP interfaces. Here's an exe
of the data collected.

Pattern: >\ .gif<, TTL: 10 sec, OST: 0

#Req: 118, #CHits: 90, # CMiss: 28, #0S Err: 0, RPS: 0 reg/sec, Avg OSRT: - 1 msec
Pattern: >\ .jpg<, TTL: 10 sec, OST: 0

#Req: 79, #CHlits: 48, #CMiss: 31, #OS Err: 0, RPS: 0 reg/sec, Avg OSRT: -1 msec
Pattern: > \ .png<, TTL: 10 sec, OST: 0

#Req: 8, #CHlits: 5, #CMiss: 3, #0S Err: 0, RPS: 0 reg/sec, Avg OSRT: - 1 msec
Pattern: > \.ad<, TTL: 10 sec, OST: 0

#Req: 0, #CHlits: 0, #CMiss: 0, #0S Err: 0, RPS: 0 reg/sec, Avg OSRT: - 1 msec
Pattern: >\ .js<, TTL: 10 sec, OST: 0
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Listen Ports.

Within theglobal sectionarelocated oner more oflisten directives. These specify over what IP addresses
and ports aiCache accepts incoming connections. An arbitrary number of listen ports/IP addresses car
specified. If you specify an IP address different from ™", the specified IP addrest be configured on
aiCache server for example, as an interface's primary or an alias IP address.

When nolisten directives are provided, aiCache attempts to accept connections on any local IP addre:
port 80- the standard HTTP server port.

Here'san example configuration specifying 4 listening HTTP ports, from 80 to 83:

listen http * 80
listen http * 81
listen http * 82
listen http * 83

Normally, you'd configure aiCache with one or more of websites to accelerate. aiCache matches incom
requeststo a configured website by comparing requestitsst headerto configured website hostnames.
Alternatively, you can tell aiCache to shortcut such matching logic by specifying a website rightistethe
directive. aiCache must be able to resolve eachusly specified websites to a valid configured website. For
example:

listen http * 80 www.acme.com
listen http * 81 images.acme.com
listen http * 82 news.acme.com

Instead of using a wildcard IP address of * (asterisk), you can specify particular IP esldfessexample,
let's say you have configured 4 different IP addresses on an aiCache server: 1.1.1.1, 1.1.1.2, 1.1.1.3, 1.1
Exact method to configure a number of different IP addresses on a Linux server is outside of scope of t
guide, but you camsealiasesor simply have a number of different network interfaces. Now you may specify
the following:

listen http 1.1.1.1 80 www.acme.com
listen http 1.1.1.2 80 images.acme.com
listen http 1.1.1.3 80 news.acme.com
listen http 1.1.1.4 80 news.acme.com

To configure aiCache for HTTPS, there's a tad more work to do. We go into details of HTTP
configuration later in this guide, in "Configuring HTTPS" chapter. However, as fdistas directive is
concerned, it looks much like the regular Higpendirecive, but it requires a few extra settings:

- certificate file name
- host's private key file name

- list of ciphers you want to enable
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For example, we configure aiCache for 2 HTTPS listen ports, specifying websites right liatehe
directive:

listen https 1 .1.1.1 443 acme.cert acme.key AES256 - SHA login.acme.com

listen https 1.1.1.2 443 checkout.cert checkout.key AES256 - SHA checkout.acme.com
Alternatively:

listen https * 443 acme.cert acme.key AES256 - SHA |

When you specify nestandard ports for either HTTP BITTPS listening endpoints, you must have some
means of directing traffic to such ngtandard ports without inconveniencing the end u¥ers.cannot expect
them to go to your site as http://acme.com:80 or https://logic.acme.corrégiitionally, some fom of load
balancing HW or SW solution in front of aiCache, can be used for such purpose.

There are few uses for n@tandard port numbers are chances are you won't need them in your particule
setup. aiCache is capable of serving a very large numbéiferiedit websites off a single HTTP listen port.

Situation is different with HTTPS, as aiCache ties a website certificate and a private key to each HTTF
listen port.So if you must serve multiple HTTPS websites via a single aiCache instance, you wik r@qui
number of IP addresses, one per HTTPS website.

Network performance and scalability considerations.

As you might already know, TCP/IP implementation limit number of open network connection for any
given endpoint (an IP:potuple) to about 64,000 comations. Should you ever require more than this many
simultaneously operonnections, you must enable additiotiaten end points- specifying a different IP
address or port number (usual caveat emptor applies if you want to useandard port number).

Under normal conditions, you won't ever have nearly as many open connections, even while serving ve
high RPS numbers. Due to aiCache's multiplexed 10 architecture, it won't have difficulties maintaining vel
high numbers of open connectiohassumingyou have proper amount of RAM in your servargl properly
configure the OS to support large number of open connectimexperiment with clierkeepalive settings to
have manageable number of open connections while delivering maximum benefits tieeybsir c

Likewise, should you find that you'felly saturating a single networking interface with HTTP or HTTPS
traffic, you might need to enable an additional network interface. Of course, you'd only find yourself in thi
situation when you have very l&ggress capacity to the IntesetFor example, if your hosting setup has 5
Gbps of Internet BW available, having 2 aiCache servers, each with a single gigabit interface, you won't
able to fully use up (saturate) your uplink pipes and might reedd additional network interfaces to your
aiCache servers. Alternatively, you might opt to go with 10Gbps interfaces on your aiCache servers, some fc
of bonded trunking etc.
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CLI Server.

aiCacheprovides a buiin Command Line Interface (CLIjervea . By default, CLI connectionsre
accepted over any local interfa® address)but youcanspecify a particular IP addreds force aiCacheto
accept connections onltyer certain interfacesvhen more than one is enahldd/pically you waild specify
internal and/or trustedIP addressesfor this serviceto listen on. You can also bin@LI serviceto the
Al oopbacko | P ,sothatCLecansonlybelr@agheddrond theiCachés hostserver itself.

It is prudent to make sure Admin CLI canlpibe reached from trusted systeinkaving it open to the
whole Internet isprobablynot avery good ideaHowever, btances are your existing network setup is such that
thisrestriction isenforcedby default.

For more information on CLI please séedicated CLI sectiolater in this document.

Origin Servers.

Configuring origin Servers.

aiCacheacts asan intermediarybetween usefgisitors on the Internetind youractual a.k.aorigin, web
serves. It isthe origin web servesthataiCacheuses to obtainesponsefrom. It is easy to see thaiCachehas
to know how to get to therigin serversfor each configured wekls. In our example main configuration fige
origin servers areonfigured as follows:

or igin 127.0.0.1 8888
origin 127.0.0.1 8889
origin 127.0.0.1 8890

At least oneorigin server needs to be specified for each accelerated weS8angeorigin server can be
used in different websitdsusing same IP and port number or different onassomecases, you might choose
to specify same origin server more than once even for a given website, if you want to have aiCache dr
proportionally more requests to-ibut consider usingreightedoad balancing metric instead.

When more than onerigin sener is specified for a web site amhless configured otherwisaiCacheuses
theseorigin servers in aoundrobin fashion where each healthy server gets equal share of traffithe
example above each origin server will receive one third of tra@fiber loadbalancing metrics are available,
including least connections and weighted distributior@ describe those in the next section

You can see the number of requests that each origin server has recwivetther important origin server
statsvia Web,CLI or SNMP interfaces.

If so configuredaiCachecan also mortior health (status) adrigin web serves.
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Load Balancing Metrics: round-robin, least connections and weighted.

Round-Robin.

As you know by now, simpleoundrobin is the default loadhalancing metric used by aiCache. When so
configured, each origin server gets share of tradffmportional to number of times it is specified as OS for a
given websiteWhen each OS is only specified once, each OS gets equal share of traffic (1/3itbf 3,Q6
specified as in example above).

This is the metric we suggest you use when all of the origin seffeera given website)are of about
same capacity and configuration and can cope with traffic on equal ters@ne cases, you might choose to
specify same origin server more than once for a given website, if you want to have aiCache drive proportiong
more requests to itbut consider usingreightedoad balancing metric instead.

Least-Connections.

Instead ofroundrobin load balancing meti you can configure aiCache féeast connectionsnetric,
where next request is sent to origin server that is processing the fewest number of requests, at the mome
decision making. This metric has potential to automatically load balance requess ifashion, when origin
servers are of different capacity, build and configuration. To configure a given website for least connecti
load balancing metric, specify

leastconn ‘

in the respective website's sectioWhen configured for least connectionsymber of outstanding
connections to each origin server are shown via Web interface and reported via SNMP.

Weighted.

And lastly, you can configure aiCache feeighted rouneobin, whenyou manually specify the weight for
each origin servefThe weight isspecified as last numeric parameter in thigin configuration line- after
server port and server tag. Both server port (even if it is default port of 80) and server tag (even if you want
have default tag of 0) must be specified, if you want to peowdight value as otherwise aiCache won't know
which value is port, which is tag and which is weight.

Let'ssayyou specify3 origin servers, with weights of 10,20 and 30. It means that out of every 60 request
(10+20+30), first server will get 10 dieém, second 20 and third 3@lease note how in the example below we
have specified both the port numbers and the OS Tag of '0’ for all three Origin SeBegnsskerver port (even
if it is default port of 80) and server tag (even if you want to hafault tag of 0) must be specified, if you
want to provide weight valueas otherwise aiCache won't know which value is port, which is tag and which is
weight.
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origin 127.0.0.1 8888 0 10
origin 127.0.0.1 8889 0 20
origin 127.0.0.1 8890 0 30

aiCache desn't enforce any limit on the value of weight, but we suggest to keep it reasonable. aiCac
does its best to smooth out the flow of requests to weighted origin servers, lpptioiachas its limits when
significantly different weights are assignedorigin servers.

To reiterate, to setupreightedload balancing, all you need to do is dpecify weights for each origin
server, there's no separate directive you need to provide outside of providing weights.

aiCache complains loudly and exits when ebsite is configured for both least connection and weighted
load balancing, as it is a fairly nonsensical configuration.

Please note that aiCactlees not suppo®S tags when configured for least connections or weighted load
balancing metrics. TemployOS tagging, you must use default, rotnothin load balancing metric.

Monitoring Health of origin Servers.

When configured scaiCacheperiodically triesto retrieve ahealthcheck URL from eachorigin server.
Upon success the content of tlesponsdody,if any, is optionallymatched againgtealthcheck matclstring
(simplepartial stringmatchis performednot regexghased one Only if bothsteps retrieval of theresponsein
set amount of timand contentmatch, are successful, is thegin serverdeclared healthy to serve content.

If either action fails, th@rigin server is declared unfib serve content and not used byaiCacheuntil it
passes #ollowing health checkOrigin serverfailing a health checlandpassingit after a failure aredgged in
error log file, complete with time stamp aodgins er ver 6 s | P Younan gso contfiguraeiCanlee r .
to alert via email whenever an origin server failsealth checksee "Alerting" section for more information.

Each webite can beconfigured with is own health checkJRL and match string by placing health
checkdirective under the respective hostname directive. For example:

website
hostname www.acmenews.com
healthcheck | servertest.aspx good 5 10

In this exampleaiCacheis configured to retrieve/servertest.aspxURL from eachorigin server defined
for www.acmenewsom, every5 seconds. The returned contéhtma t ¢ h e d g@od @Origm sdrversi are
alloweda fairly generoud.0 seconds to respond to the queBjouldan origin server fail to returrmatching
content in the allowed amount of timejdtdeclareddown - which fact is logged in therror log file. 5 seconds




aiCachev 6.107 D3t Get your life be
E

UserGuide _
www.aiCache.com 62 2 @Q@lQaiCache, Inc .

later, the same sequence of stispattemptedhgain. Should failedorigin server pass the check thise, itis
declared healthywhich fact is logged in therror log file) and put back into originesver "rotation” and is
allowed to serveontentagain.

The URL you specify for health check and the match string are important. Ideally, you'd chods¢hatJR
executes some logic thagststhat all of the components in the chain: th&in web serverthe gplication
serve(s), if any,and thebackend @atabases and similar), if argre operational and healthy. The UBduld be
an actual production, plic URL that isnormally accessed by visitors or custom coded ladgdicated to
health checking onlyFor examplesuch health check logic coutnnectto a DB server,executea query and
produce output containing "good" when all bé tsteps comple&iccessfully.

The whole responséodyis matched to see if it contairise specified stringnywhere within it If you
don't want to match the response body to any string, specify the match string as "HTTP" or "NULL" an
aiCache won't perform any matoli This is a poor choice howevaandit is much better to have a more
meaningfultesting andmatchingas described above.

Whenexecutinga health check requestiCachegeneratea HTTP/1.1 requestcomplete withHostheader
set to website's hostnamié.means that origin serve&must be ableonfiguredto resolve that hostname to a
valid configured website.

aiCache reports the number of health checks that each origin server has passed and failed, via &
interfaces: Web, CLI and SNMHMReview this fatistic as it might reveal misconfigured and/or underperforming
servers these willnormallyexhibit higher failed health check counts.

By default, health checking is disabled, but steongly recommend enabling this featufidis way,
aiCache detects igin server failures and attempts to shield client requests from adverse effects caused by fail
servers.

For example, lets imagine an origin server that is not responding and is timing out on requests. Wh
aiCache knows about it, it can do one of tHefing:

1 send client requests to surviving origin servers
1 send request to origin server of last resort
1 serve stale cached content
On the other hand, if aiCache has OS health checks disabled and cannot detect OS failure, it may s
client requests to a dd server and then have to enforce timeout on the response time and only after su

timeout, take the corrective action.the ensuing seconds of waiting for response, the client just might abandor
the request and go to a different website.

Monitoring Health of aiCache Servers.

If you need to monitoaiCacheservers themselve®or purposes of alerting or you need to configure health
checks to "ping'aiCacheservers from load balancers and such, you must make sure the health check reque
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thataiCachereceives from these probing agentsda valid Host HTTP header, matching one of the websites
thataiCachds configured to accelerate.

WhenaiCachedoesn't receive a valid Host HTTP header, a 409 "Website not recognized" error response
sent back. aiCache won't accept requests without Host headror response will indicate "Invalid HTTP
request".

In generalaiCachemight be configured to accelerate a number of websites: say a.com, b.com and c.cor
At any given point in timeaiCachemight be unabldéo serve some of these sites, due to failure of all origin
servers, while continuing to serve other sites just fine. This is why it is important to make sure any exterr
health checks againatCachecarry a proper Host headeto discern what sites astill available and what are
not

In addition to such HTTP probing of aiCache servers, we also advise to use additional monitoring methc
to periodically probe the usual set of @Sel tests: CPU utilization, disk space, swapping etc.

aiCache exposes axtremely rich set of statistics via SNMP and we most strongly advise to collect some
of the aiCache SNMP counters as well. aiCache SNMP integration is described later in this Guide.

Cacheable v.s non-cacheable content and why very large TTLs are not always
a good thing.

As far asaiCacheis concerned, antent canbe divided irto 2 broad categories:.cacheableand non-
cacheablé. It also helps to think afacheablecontentas one that can teharedandnon-cacheablecontent as
one thashould never be siedor offers no merits when cachéd

Certain content on your web site miglthangefrequently, as often as onewery 5 second or once
minute. Other content does not change that frequently. Some changes once every hour, some change
every day ando forth.

We must configur@iCachet 0 obey our fAdocument freshnesso r |
i mproving overal/l performance including perfor ma
infrastructure and, ultimatelgpllowing for reduction of footprint and significant monetary savings .

In ourwww.acmenewscomexamplemost content on the site is cacheable and we can reasonably expect t
have cache hit ratios as high as 95%epending on the traffic pattern

®We also call it @TTL content (zereTTL).

"With some clever tricks you can configure fuser cachingput doing so will have rather limited benefits.
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For exanple, if L00RPScome in for the home page and we cache it for 20 seconds, we will serve 20*100
1 = 1999 requests out of cache and only 1 from ari§sa resulwe have reduced the traffic to the origin
server by ... drum roll ... nearly 2000 timés;, this particular URL The resultingcache hit ratiois, for all
practical purposescool 100% to 20th decimal pointOf course, if we only get 1&PSfor that URL, then
reduction will 'only' be a factor of 208till the same&.00%.

Clearly, if mostcontent on the site can be cachedsimilar fashion we can reduce the load on origin
infrastructure close to zeroRP3 As aiCache allows downstream caching for the same amount of time as the
TTL value, it helps to extend caching of Content Style 8h@eSS) and JavaScript (JS) file to mayfde
hours so as users visit your site, their browsers don't have to refresh auxiliary content every time they go ti
different page.

Yet as we go about configuring the caching rules, it is important na tatiied awayAs you can see,
caching frequently requested URfor only 20 seconds already delivarost of thebenefits- instantaneous
response to users and almost complete elimination of load on your web, DB and App servers.

But if you allow cachindor say 1 dayyou loseability to have the content refresh itself within reasonable
amount of timeSo if and wheryou need to modifysome cachedontent on the origin servers, it will take up to
24 hrs for it to get refreshed bisitor brovsers, even iffou expire it on aiCache serve@early situation to be
avoided if you do make frequent changes to your auxiliary content! While you can always force expiration
content inaiCachevia CLI, there's no such easy yvi do so at visitor browserstoppng short of publishing
a giant Hit CTRL-F5NOW!!!" banneron your home pagelearlynot a very good idea.

Another reasomot to jack up TTls for cacheable content is less obvious, but equally important. Imagine
that due a mistake or malfunction somewnehwithin origin server infrastructure, a brokennwalid content is
delivered to, and cached hyCacheand visitor browsers. Again, if TTL is set too high, it will take a long time
for thaterroneous documeid be purged and refreshed.

So the morkof the story is: don't go overboard with TTLs, set themthat you retairmbility to make
changes to your contenfhe TTLs configured in 30m range will allow a typical visitor to enjoy the benefits of
his/her browser caching content locally for theatfion of their visit to your site, while still preserving your
ability to modify such content within reasonable amount of time.

One can argue that images are a different story and will be partially right. Images that never ever char
can in fact be cadd for an extended period of time (1 week+). Examples includedimmon1x1.gif and
things of that nature.Yet photographsare different and the same caveats apply: if you need to have ability to
recall/change/expire an image within reasonable amoutinef do set reasonable TTLOf course there're
ways to make unwelcome images to disappear from your site's content by simply editing them out of HTM
but we hope you still get our point.

And as a side adviceabout the only way to guarantee whateveangdes you make to JS and CSS do take
immediate effect is toersionthem. In other world, you'd need to make sure the SRC location changes witt
every release. You can add a YYMMDD suffix to the names of your JS and CSS files or resort to a differe
form of versioned and consistent naming convention.
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It just keeps getting better: aiCache benefits with non-cacheable content.

The non-cacheable requestsare always forwarded verbatim to tbegin servers and obtained responses
are fed back to the requeginlients, verbatiff without being cachedr sharedEven in this situation, with no
benefits of caching possible, useas€Cacheoffers avery importantadvantageit offloads the ask of dealing
with the clientnetwork connectiamaway from theweb serers, where each of client connections requires a
dedicated process that lives the duration of connectiomg aiCachei which uses extremely efficient, zero
overhead processing of requésisponses Do not underestimate this benéfit can be veryignificant!

To illustrate, let's imagine a client consuming larger respoineas a web siteover a slower/congested
connection WithoutaiCacheront-ending such requestesponsgesnost existingveb serves have to dedicate a
whole separate process/thdets sending and/or receiving of this data to such slower client, even when the
actual generation or peptocessing of theesponse is very fasSuch dedicated process will need to be
maintained for the duration of such connection, which could be 1tharelseconds.

Imaginemore than a hundred responsi&e that being fed to the clientat the same time and you can
probably see how most web farms would have a problem in such a sitv&tanif you havea few tens of
thousand®f connected usersthe situation only getworse ! And chances are that ttade that generatele
responses also maintains gopkcation server and a DB connection for the duration of the response, only
further compounding the problem and propagatingn mordoad to yourapplication anddatabase Servers.

Now, with aiCachefront-ending the traffic, the situation is very different.is theaiCachethat obtais a
complete request from a client, malsaire itis a valid request and only then, virtually instantaneously sfited
to anorigin server.

Similarly, when ororigin server is ready with a responséCacheconsums it virtually instantaneously,
not tying up theorigin server for much longer time like regularclient would. After obtaining a complete
response fronorigin server,aiCachethen feed the responsdo the requestinglients, using its extremely
efficient, zereoverheachetwork logic

In addition to this offloading benefigiCache also offers industry’'s most comprehensive set of DOS
protection countermaares, see a dedicatb®S chapter elsewhere in this manual.

The list doesn't stop theredditional benefits thatiCacheoffers for noacacheable requesiaclude
optional onthe-fly compression and expanded reportingantl alerting on,wide rangeof additional statistics,
all in real time including number of connections, request/seesponse processing tinmesc.

To summarize: even if your web site serves significant amount etaocheableontent aiCache still has
so much to offet

8 aiCache might perform some request/response header modifications if so configured.
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aiCache processing of cacheable content.

Of courseyou obtain the most benefits when allowai@achecachecacheablecontent(try saying that 3
times in a row fast!)Lets discuss the most important phases that aiCache goes through when processing s
cacheale requests.

First-Fill.

The cacheable conterg obtained from one of theonfiguredorigin servers the first time eesponsas
requested by visitor and it is preserved iniCaché sn-memoryc ache f or the so call
period of time.During this period of time theesponseas considered to be fresh and, upon future requests, is
served directly from thaiCaché RAM-basedcache without having to retrieve it again from tngin servers.

And when the response comes directly fraifBates response caché completely eliminates all and any
load that yourweb sitecomponentssuch as web, application and database serwarsld be subjected to
otherwise.

Since aiCache's response cache is RAM based, serving of cached response gendiskd®, outside of
access log (and even that can be suppressed or decimated).

Refresh.

Whena previously cacheresponse becomasaleandaiCachereceives a request for & fresh copy of the
content isobtainedfrom theorigin web serves and againis stored in th@iCaché s c ks then used to
satsfy user requests for another TTL intervallThis cycle repeats for as long as takacheserver is
operational.

Handling of non-200 origin server responses to cacheable requests.

Most HTTP respnses have "200 OK" response codéen a nor200 response is obtained in respe to
a cacheable request, aiCadam be configured to retry the request and/or serve stale cached content. If all
the retry attempts fail and no stale content is availadifeache themloesone the following depending on
response status:

1 302, 301 redirectgesponse is sent to all requesting cliergsponse is cached in accordance with TTL
setting

1 401,404,407 response is sent to adquestinglients, but is not caed
9 any other responses 300, > 400: response is overwritten with short version, untegs err_resp

setting is set in which case no overwriting takes place, and is sent to all pending Sliehtsesponse
is not cached.
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Basically, aiCache does itsdi€o not cache bad responses and to minimize the overhead of semding
responses to clients.

You can configure aiCache to only accept 200 response code for cacheable requests by set
retry_non200. When nor200 response code is received, aiCachk execute complete retrallback
sequence

pat /news.html exact 10
retry_non200

About 401, 407 responses .

We most strongly recommend tconfigure your site,aiCacheand origin ervers to not require
authentcation for cacheable requests (ones thatch a pattern with nerero TTL). In other words, do not
make content that requires authentication, cachedleerever a request comes in that has Authorization
HTTP header set, it is assigned TTL of O and always forwarded to origin server, eveatithes a cacheable
pattern and there's a valid, fresh, cached response available. Any response obtained to a request with TT
zero, as you know by now, is never cadsbkdred

When a cacheable request comes in, requiring first fill and/or refreslorigim server replies back with a
401-status or 40-5&tatus response that has W\WAMthenticate HTTP header in it, td@®1response iseturned
to the requesting client(s).

When received by clients, presence of WWWAMhenticate HTTP header results in brovgsprompting
the users for username and password and when they are obtained, a request is sent again, this time cat
Authorization header. Presence of that header in request makes that request and its respacbeatde
just as you would expeetCacheto process nceuracheable requests and responses

If you want to enable caching of responses that require Authenticabarncan uséttpheader website
configuration setting to add a pceoked Authorization header to all cacheable requests wiiest dill or
refresh is requiredthusly”fooling" origin server into thinking that clients are fmethenticated, for example:

httpheader Authorization Basic ZWRtbW12Zm5Ymmzy |

As a result the origin servers will not respond back with 401/407 respamskrequests/responses can
now be cached. Such setup only works with Basic authentication and doesn't work with Digest authentication

You can capture appropriate value to use for Authorizdtitpheader by using an HTTP header capturing
tool, such as ATPHeaders, Firebug, Fiddler etc.
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Best practices to maximize benefits of caching.
Heredre some s u(gthebaenefiisadcaching o maxi mi z e

1 Allow for prolonged caching of javascript (.js), content style sheetg.css) images(.png, .jpg, .gif
etc) andother auxiliary content, that is not changed frequently. Few fdayauxiliary images andew
hoursfor CSSandJSfiles are a good estimate here. RemembaCacheserves cacheable content in a
way that allows it to b@roperlyc ac he d by wserssand thosrwdl ead lborewen more benefits,
eliminating the eed for onditional requestglf-Modified-Since and HMatch) and 304 responses
altogether.

1 Sometimesgcaching even for few seconds masidremendous differencenagine a URL that receige
100 requests a second. With@i€Cacheeach and every one of these will head straight tootiggn
servers ananost likely past thatas well 7 right to app servers and DB servers. If you enable caching
for just 5 seconds, thasrigin server will onlysee 1 request evebysecond.That is 5068time reduction
of traffic to yourorigin serversand the rest of your infrastructui@ould be a difference between a site
thatcannotstay up even witllozens obrigin serves (and matching number of App and/oBBervers)
and a site whose footprint can now be reduced to sag-{aistrigin servers Meaningful results can be
obtained even with-2 second TTLs for the busier URLSs.

1 Normally it will be responses tGET requestshat we configure for cachinddoweve, someof sites
use POST requests for their search iand such.aiCacheallows for caching of POST requsst
although you must be careful with these, to prevent personal data from becoming shared by mistak
we have more to say about it later in this document

1 Consider employing some form of versioning for auxiliary content if you want to have full control of
your web pages. For example, if a web page references a Javascript filsogiie and you neetb
modify that file, you might not be able to guarantee that all of your site visitors will see the new file
content right away as an older, cached versisnript.js might still out there in corporate and ISP
HTTP proxies and in local browser cachesvéry simple fix to change the SRC attribute of the
Javascript file toscriptV2.js and rename the file itself to match this name. Now the change is
instantaneous and assured right after you publish the HTML page that references this JS file.

It is important to mention that with aiCache, you do not have to modify anything on your origin web
servers, App or DB server nor do you have to ask your Dev team to write any code to handle freshness cor
- that crowd always has plenty of projects to work omsashis allowsyouto control freshness of the content
with great ease and minimum overhead, all configuredhedfly, with no user impact, at a single source.

Preventing caching of responses.

When aiCachefinds no matcing pattern forthe request'dJRL, it declaresthe request/response non
cacheableln other wordsiCachecan only cache the requests that match caching patmsaonzero TTLs
non-matching requests are never cached.
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Another way to prevent Web documents from being cached is t@idyphssign TTL of O to certain
patterns. Typically examples of such URLs would incldgeamic, frequently accessed personalized cowtent
URLs that might "clash" with cacheable URLs

For example, let'sonsidera URL:
www.acmenews.com/viewmyprofile.jsp?userid=1234

This URL displays customer profiles, which are unique and private to each user. We definitely want tc
avoid thisresponsdrom being cached for a number reasons. tf@fsll, it does not make sense to cache this
responseince it cannot be shared amongst different users and we would not realize any performance gain fr
doing this. Secondly users would not be hamuysay the leastif we wereto share their privatanformation
with other users of our wehtes. Therefore if we do not include a pattern that matches this URL in the
configuration file, then this documeistnever cachedhared Another way to accomplish that would be to put a
matching pattern into theonfiguration file. For example:

pattern  viewmyprofile.jsp simple O ‘

You must always be careful not to allow caching of private user informaths you finetune the
configuration files and make changes to TTLsbareable documents, no harm can be doag/our users from
the privacy point of view. However if you do not pay attention and somehow allow for sharing of private use
data you might be in trouble with your users. See troubleshooting section for more information on how this c
happerand how taavoid from happening in the first place

aiCache has much more to offer in the way of caching controls, we will discuss it later in this Guide.

URL rewriting and rewrite-redirection.

Occasionally you might have a netat URL rewriting. For example iffou rearrange location of your
site'simages fromimagesto /media/imagesyou might want to catch ar\gtray" requests for anything under
/imagesand change that tonedia/images So if you detect a request coming in fimnages/1x1.gif you want
to change that tdmedia/images/1x1.gif This kind of orthe-fly rewriting might come handy when you have
references to the relocated content scattered througioutsite, including static and dynamically generated
content and want to make sure you don'akrany of these pages .

A different examplesay youdecide tomove all of the auxiliary content fronvwww.acmenews.conto
media.acmenews.com So now, when a request comesme@w.acmenews.com requesting anything under
[css, [js , imagesyou want suchequests be redirected needia.acmenews.comwhile keeping (or changing)
the original link. For example a request famww.acmenews.comfimage/1x1.gif might be redirected to
media.acmenews.comedia/images/1x1.gif .
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Another example dealing with dynamic aatent. A URL of code that renders forum pages might be
changed fromdisplayforum.php?forum=123 to showtopic.jsp?fid=123. Yet you want to make sure any
bookmarks that your visitors might have made beforetiamge continue to work after the switch.

Thes are the situations where you might need toWRe rewriteand URL rewriteredirect features of
aiCache To configure, specifyewrite setting under matching pattern section. The rewrite directive takes 2
parameters: thifom pattern and thereplacementstring.

To accommodate for 1st example:

pattern /images simple 30m
rewrite /images /media/images

In case of such URL rewrite, the new rewritten URL inherits the TTL setting of the matching pattern.

To forcerewrite andredirection as opposed teewrite only, the replacement string must start witkp:// .
To accommodate for second example:

pattern /image simple 30m
rewrite /image http://media.acmenews.com/media/images

In case of redirect, the TTL sty ceases to have any meaning, yet still mugirbeided to conform to the
pattern definition syntax.

Moving to more compleXJRL rewriting examples- use of patterngrouping in from_patterns and
backreferences replacemenpatterns. You can group matching symbols inftben_pattern by enclosing a
part of the mathing pattern irparenthesisYou can then refer to these groups by using a special notation:

\N (backslasimumber)

in thereplacemenpattern.\O stands for the whole matched strikigfor the first defined group and so on.
To accommodateof the third example:

pattern displayforum.php simple

® Clearly you should not rely on such rewriting to deliver most of your content, but use it instead a temporary fitathgaci
seamless transition, temporary support of legacy code/users etc. Overuse of rewrites is known to cause mudslides, aadtifuakes
hour long outages.
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rewrite displayforum.php \ ?forum=( \ d+) showtopic.jsp?fid= \1 ‘

As with all regexp patternspecial characters must be escaped irfiréme_pattern- this is why we have a
backslash in front of question nkain from_pattern We capture theforum numeric parameter bysing the
(\d+) groupingpatternand then refer to that capturgcbupin the replacement pattern by usimbackreference
\1. You can have more than one group defined irfribra_ patternand eferenced in theeplacemenpattern.

The replacement patterns are very flexible and can accomplish much. But yet again, do not overuse
rewrites to where yausite becomesin example irobfuscationtechniquesuse it only when necessaiffyvery
now andthendo summon all the stngth you caranddrop older rewrite rules so you don't accumulate too
many of them. We've seen sites with hundreds of rewrite rules that went-BagkaBs ! None of these were in
use anymore yet still they littered the confiigs. Think twice before using rewrites to catch andexrfor
user FFS (fat fingesyndrome) .

To help with finetuning, testing and troubleshooting of rewrite patterns, you can enable rewrite logging b
specifying log_rewrite setting (place it iglobal or websitesections). The original and rewritten URLs will be
logged in theerror log file as rewrites take place. After arriving at working rewrite patterns, we recontmend
turn the rewrite logging off.

You can also uspattestbinary that comesiiaiCachedistribution to test pattern match and rewrites

Rewrite-redirect (scalpel) featureis different fromplain redirect(sledge hammergature. For any given
match pattern, the latter always redirects to the same location, no matter whattweasriginal URL, while
former allows for much more intelligent handling.

After rewriting request's URL, aiCache doesn't attempt4oateh the new, rewritten URL to the list of
defined patterns. Specifically, if you want to assign certain TTL value pattern, assign it to the -twe-
rewritten pattern.

Rewriting request's Host header.

Occasionally you might have a need to rewrite request's Host HTTP Hesfdez request is sent to an
origin server

Let's imagire thatyour site relies on another sitgi.somewherecom for some kind of functionality. At
the same time you want to drive client traffic to a different site/domeanacmenews.comwhile applying all
of the aiCache benefits tbe request/response traff@aching, real time reporting amaderting.

There are a number of uses you might find for this functionalityostly in case of emergency, for
temporary workarounds, obtaining aiCache benefits with traffic to provider APIs and things of that natur
Please do not abuse this feature foy @licit purposes.

Please note that this is different from CNAME DNS records that sometimes are used for somewhat simil
but different function. With Host rewrite, thegpi.somewhere.com will receive requests with Host header
specified aspi.somewherecom, whereas with CNAMA aliasing, the destination web site receivesripmal
Host header. You might be able to request your API provider to setup their servers/application to responc
api.acmenews.com but it might be a time consuming endeavoransthing that is not supported.
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Please note thdor noncacheable requestsiCache forwarslall and any Se€Cookie headers from origin
servers back to the requesting clients. HoweWNeorigin servers respond with domainspecific SetCookie
header(s)these will be ignored by the requesting browsers due to domain name mismatch. In other worc
clients might think they are accessimg.acmenews.comwhile SetCookie response header instructs to create
a cookie forapi.somewhere.com Such SetCookie response headensould be ignored by browsersind
cookies won't get set

Configuring Client-to-Origin Server Persistence.

Some sitesnight have a need to "pin" clients to specific origin servers. For example, a client A might neec
to be pinned to origin seer 1, client B to origin server 2, while client C might be served by any available
origin server.

The reasons for suatequirementmay vary but a common theme to them is a notion of "session" and
"session state". Let's imagine arCBmmerce site wherewasitor is in process of populating a shopping basket
with assorted items. If such a site is served via a number of origin servers, then there must be a provision the
of the origin servers that such client might access darstgppping visit, know fall the items that are placed
into the shopping basket. Otherwise, as different origin servers are accessed, items with desppeaand
reappear at random, a most frustrating situation for a shopper, as you can imagine.

Let's agree on some techegii. W state that such shopper createsssion statas sooras (s)he logs in
and/orwhenfirst item is placed into the basket. Téession statencludes basket items. And as long as shopper
in our example is free to move between different origineysrthesession state must be somehow replicated
between all of therso it is available on any of thelNow, doing it reliablyand quickly is no easy tashkwith
significant implications both on site's infrastructusite's codendbottom line *°

Fortunately, there's a much easier way to address this dilenweasimply make sure that after a certain
activity takes place, the userp@nedto an origin server. Another common name used for this technique is
origin server persistencer sticky connectios When used, a given visitor always connects to a single origin
server. Other visitors connect to other origin servers, so in the end the loadegestijidistributed across all
of the origin servers.

To configure such visitor pinning (origin serveersistenceyimply specify os_persistsetting inwebsite
section(s) of the configuration file.

If the pinnedfequested origin servéater becomes w@vailable- for example it is disabled after failing a
health checkor the request fails when seaind optionallyretried to the requested origin servernew origin

10 Sometimes the session state is shared through a database or some other form of centsiizetgenechanism. But most
of the time developers would simply use Session API that is available with most common frameworks, Java, Phiffestcthe
session is tied to a cookie (JSESSIONID etc) and the session $tape ismemory and idocal toa given server.
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server is selectedlia the regular,simple rounerobin selection process and client is notified of the new
selection

In case of such origin server failure the existing session statstisrkquiring relogin, repopulation of
shopping basket etc. But origin server failure is an infrequent event and such loss of session state is a s
price to pay for the resulting simplification of the overall setup and not having to replicaten stageoacross
origin servers.

Please note that you might see some fairly interesting scenario when you add an origin server and
persistence is enabled. What you're likely to see is that even when one or more of origin servers are added
farm that las OS persistence enabled, these new servers don't appear to be getting much dterdfie a
change takes effect (aiCache is restarfElg. situation will correct itself over time.

Origin Server tagging - selecting origin servers based on request's URL.

You might have a need to be able to select origin servers based on requesfotHBmple, you might
need to make sure that requestsitaininglogin.jsp are only sent to origin servers 1.1.1.1, 2.2.2.2, 3.3.3.3,
while requestgontainingsearchjsp need to go to origin servers 4.4.4.4 and 5.5.5.5.

Possible reasons for us of this technique include server partitionindgréakéy mintedsharding - where
different user accounts resida and are served bylifferent origin serverand/or databasserversOr you may
need toconfigure all POST requests to go to "write" servers, while read requests are directed against "rec
servers.Another example: gu can send all users with premium accounts afarm of servers, while
relegating less fortune visitors to lesser servers and so on.

Different example might include a situation when you're adding new functionality to your site, to be serve
by a new server farm (and may be, completely different framework) and you want to make sure thatarequests
seamlessly and propentgutedout across your existing and new servers.

To get such requestrivenorigin-serverselection to workaiCacheallows to specifyorigin server tagas
an optional pattern attributeYou can alsotag your origin servers Wi origin servertags Now, when request
matches a pattern and that patterns specifies an origin servaiGaghemake sure request are only sent to
origin servers that have matching tags.

You configure pattern's origin server tag g _tagdirectivein pattern section of the configuration file.
Each pattern can hawe singleorigin server tag defined. For example, we define a simple, O TTL pattern
containing .AAA and request that matching patterns are sent to origin servers that are tagged with 5:

pattern .AAA simple 0
0os_tag 5
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You configure origin server's os tag by adding the tag number as last parameter, following origin server's
address and port number. For example, here we define 3 different origin servers, all tagged with 5:

origin 1.1.1.1 805
origin 1.1.1.2 80 5
origin 1.1.1.3 805

Please note that in order to tag origin servers, you must provide origin server port number, even if it is t
defaultHTTP port number of 80. If you don't, then the tag numtarbe mistaken for pomumber ad your
setup will failto work. Tag value must be under 254.

The patterns can specify any TTL, including O . In other words the responses don't have to be cachea
Again, you have full power of patterns, baimple andegexp at your disposal so yauwnly limited by your
imagination.

Please note that os_tag of 100 has a special meaniisgused to mark an OS server or servers as servers
of "lastresort" . See next section for more information on this feature.

Origin Server of last-resort.

Somesite resort to having &lisastefrecovery"readonly version of their sites maintaingtbr example,
somesitesuse periodiccontrolled,web-crawling of main sites) so that in case of a catastrophic failure with
their main hosting infrastructure, ugeaffic could be served off such content replica.

To configure such origins of last resort, simply create one or more of origin servers with os_tag of 10
When aiCache fails to fill cacheable request from regular origin servers and no stale versaredfocatent
is available on aiCache servers, it will attempt a fill again an origin server -oétast.

Please note that when website health checks are configured, aiCache will perform regular health che
against such origin servers of lassort, ® they must be able to properly respond to the health checks,
otherwise aicache will fail these origin servers just as it would any regular origin server failinghahecit

Detecting a failed LR OS in timely fashion is beneficad it allows aiCach deal with this condition in
proper fashion, as opposed to trying to direct requests at a bad server.

Origin servers defined with os_tag of 100 are only used as OS of last resort and are not used to deliver
traffic under normal operating conditions.
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Cookie-driven Caching Control.

Quite often, a Web p agwhéhercookiaidpeesetisetin sveb aefjuest. dHise d
mostly happens whemregistereduser logs in into aveb site Now content of a wb page might be different for
suchlogged n wuser, as o0 pp o svisithrs Foo exantplbagpersonalfigeeetiogrcan ne shavo
on top, some other content might be affected by

the same for all the anonymouseus, it mightook different for those who log in.

With Cookiedriven freshnessontrolaiCacheallows you tohaveyour cake an@atit too. You can cache a
page formostvisitors (such as anonymous users in the example abovejgrve itfrom origin seversevery
time for othewvisitors (such as registerddggedin ones in the example above), all based on whether a cookie
is present in the request.

Configure a matching pattern as usual, specifying adi L patternfor someURLSs. The only difference
is specifying an additional parameter in the pattern sedditincookie (that's a number '0'When this cookie
matches a cookie setdfientrequest, the TTL for the docuntemill be set (overridden) to 0. For example:

ottl_cookie userid |

For anonymusu s er s, that are not tha cogkeset, therpage wildbe tabheds
with all the regular benefits of cachin@lease note that you can specify multipiéd_cookie settings, presence
of any of them in request will result in nshtng pattern's TTL being reset to 0.

For example on a blog site, most users are anonymous browsers of blogs. They will enjoy fast respo
times and origin servers will certainly appreciate corresponding reduction of traffic. Yet, as soon as blogger Ic
in, certain URLs can be made noacheable, so that the blogger will see "EDIT", "POST" links and such. All
we need to configure such setup is to figure what cookie gets set when a user logs in and configure that co
as a0ttl_cookie for certain patters.

The opposite 00ttl_cookie is cache_cookiepatternlevel setting. When set, it indicates that request is to
be considered cacheable only when the specified cookie is present. For example:

cache_cookie jscapable ‘

Here's how you could use this featufe large number of mobile devices (cell phones, PDAs etc) are
capable of Javascript, but have it disabled at the factory. So even when you know requesting device type, i
and model, you can never be quite sure if the requesting device is enablecs$oripav

Yet whether or not a device supports Javascript is frequently the difference between being able to ca
content and not being able to do that. For examplend®led devices can render the ads ckale, so you
don't have to run the ad rendegilogic servesside. As a result, thpagecontent for such J8nabledcanbe
cached.

In order to find out if a device is truly ¥habled, you can imbed a small JS scriplet in your responses. The
scriplet can create a cookidet's call it 'Jsenabled’. Now each and every request fromel@bled devices will
carry jsenabled cookie in it. When such cookie is present, you can return cached content, while when th
cookie is absent, the request is declared-camheable and regular noacheable request m@ssing logic
takes place.
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In server side code, you can tailor the content output so that the code delivers cacheabt=ohewrdrie
versions of content, by relying on aicadit¢pheader header (remember thessre theheaderghatare always
sent to omin servers when aiCache is requesting cacheable response).

Such use otache_cookieis not limited to accommodating of mobile devices, feel free to use it for any
other purpose you can think of.

URL-triggered Cache Freshness Control.

Sometimes, you wontie able to use cookmriven cache freshness control. It can happen when a session
cookie is established even before user logssn usingsuchsession cookie as cache busting indicator is not
possible.

Yet another scenario could involve art@mmercesite - where a user can place an item into a shopping
basket, without logging in first. Again, you might not be able to use a presence of a cookie in the request
cache busting indicator.

aiCache allows to account for these scenarios wililiRh-triggered cache busting setup. You effectively
tell aiCache: after a user visits certain URLS, | want to disable caching for some of otherwise cacheable UR
For example, aftdpasketAdd.jspis visited, you want to disallow caching for product pageswProductjsp,
as these will now have display of content of shopping basket in them.

You can configure one or more of such cabhetingtriggering URLs viaOttl_url settings at website
level. The setting takes a single parameter, ihatsedto perform partial ratching against request URL. For
example:

ottl_url basketAdd.jsp
ottl_url login .jsp

Now, when any of these links are visited, aiCache sbadk a cookieaicacheOttlcookie set toyes You
can change the cookie's name to a different name if you likesibgOttl_url_cookie setting, at website level.

After aiCache sends the cache busting cookie back to the client, the processing logic is similar to regt
cookiedriven freshness controfou configure a matching pattern as usual, specifying aOnbhL pattern for
some URLs. The only difference is an specifying an additional parameter in the pattern $¢ttticookie
(that's a number '0"). When this cookie matches a cookie set in client request, the TTL for the document
be set (overridden) t6. So this is what you'd add under related pattern, assuming you have not changed tl
default cookie name @ficacheOttlcookie

pattern showProduct.jsp simple 120
Ottl_cookie aicacheOttlcookie

Now for those users that have not visited any of the trigg&siRLsa nd t hus dondét hay
the page arecachedUsess that have visited any of the triggering URLSs, will hagaching disabled for any of
the patterns that have matchiditj _cookie setting specified.
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Allowing Cookie pass-through for cacheable responses.

By default,aiCachedoesn't allow any S&fookie headers to b&oredin cachedresponsesn order to
safeguard from potential sharing of private d&8awhen a cacheable response, coming from origin servers,
contains one or more S€ookie HTTP headers, these are always filtered out and it is the "sanitized" respons
header that is cachedgain, it is done on purpose as cookies are frequently used to "personalize” response
might act apointers to HTTIES) session information and/directly store private user data.

However, ifa particularsetup requires some cookiesbeallowed to pass frororigin server and into the
cachedresponseyou can enable it vipass_cookiesetting, under proper URL matching patteYiou configure
a matding pattern as usual, specifying a A TL pattern for some URLS hen you providean additional
parameter in the pattern sectipass cookie

pass_cookie lastvisit |

Now, for cacheable responses, the matching cqdkastvisit' in this examplevill be allowed to pass into
the cached response. Multigdass_cookielirectives can be specifieper pattern.

Please note that DTL responses (nenacheablgesponseésalways pass all of the cookié$ any are set)
from origin serves back to the requestinigrowser so pass_cookiedirective isonly applicable tocacheable
responses.

If you have touse thissetting please make sure not to enable caching of private user data by mistake. F
example, allowing cachingnd forwarding/sharingf session ID orser ID cookiesis a very bad idea.

Signatures of cached responses.

By default, aiCache uses hostname and URL of request, possidified by removing some parameters
or discardingthe complete query string, and one"p0","p1","g0","gl" suffixes as a signaturgor cached
responsesHowever, in addition to these 3 basic parts of any cached responses signature, more optiol
components could be addedhcludinga Cookie (sig_cookie), Usekgent string (sig_ua) oa rewritten User
Agent string and ldsrequest's Accegdtanguage header.

To reiterate- every cached response has a signatline. signature will always have at least 3 parts,to it
separatd by a single white space:

- hostname
- URL : path+ optional ( possibly modified) query
- "p0" or "p1" for plain, noncompressed responses ag@™or "gl" for gzip-compressedesponses.

You can see theached responsggnatures in clear, enclosed within angle bracketgynature<), when
you run any of CLI "inventory" commands. In order to affect cackegdonses (for example, expire them), you
need to specify either amxact signatur®ef a cached response omaatching pattern You can obtain exact
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signature by copying and pasting the string within the angle brackets, as output by an¢lof itneertory
commands.

For example,/home.html, when cached in necompressed form, for an accelerated domain of
aaa.bbb.com, could have a complete signatufasadisplayed byCLI inventory command)

>aaa.bbb.com /home.html pi< |

Adding a Cookie value to signature of cacheable responses.

By default, aiCache uses hostname and URL of request, possidified by removing some parameters
or discarding the complete query string, and a "p0","pl1","g0","gl" , as a signature of (pointer to) cache
responseddowever, some sites might serve differeatheableontent in response tequests forsame URL,
depending on a value of a cookie present in the request.

For example, if a cookie calle@dnnection_typé is set, different responsesight be sent in resgnse to
request for home page (such as index.html) when cookie is skigtd’,""medium" or "low". Or a cookie
called 'languag€ might be set toén", "fr" etc. To enable cachingnd sharingf suchresponsesaiCache
allows you to use this cookie and iwalue as part of cache signatusemply specify,in properwebsite or
patternsection following setting:

sig_cookie connection_type |

Now, for cacheableessponses, the matching cookmrinection_typein this example) and its valusre
added to the rgmonse's signature and proper version of cached resporseeved in response to requesith
different value of the cookie set.

When a response to such requests must be obtafiretl f{ll or refreshof stale cached response¢he
appropriate cookieral its valuearepassed t@rigin server. This is in contrast to normal handlingatheable
requests, when no cookies are allowed to pass from usemsgin servers Such blocking of cookies for
cacheable responseés done on purposas cookies aradéquently used to "personalize” responses, might act as
pointers to HTTP session information and/or directly store private user data.

Only onesig_cookiecan be configured per patteamd websiteYou can also combinsig_ua(see next
section) sig_language andsig_cookiesettings- in which casdoth the selected cookie value, Accéphguage
andUserAgentheadersare used as part of signature.

Please note that as usual, patienel setting okig_cookieoverrides gupersedgsvebsitelevel setting of
the same name, if both are set.

When using this featurglease make sure not to enable caching of private user data by mistake. Fc
example, allowing caching of session ID or user ID cooksesvery bad idea







